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LOW-POWER, LOW-COMPLEXITY IMAGE CLASSIFICATION

WITH OPTICAL SENSORS

XULUN HUANG

ABSTRACT

Convolutional Neural Networks (CNNs) have become a very effective tool in image
estimation and inference (e.g., noise reduction, segmentation, object recognition). How-
ever, CNNs are difficult to deploy in resource-constrained scenarios, such as edge devices,
IoT sensors, mobile embedded systems, because of high computational requirements and
large memory footprint. Clearly, there is a growing need to investigate lightweight neural-
network architectures designed to provide high performance at significantly reduced com-
putational cost, memory usage, and power consumption.

In this thesis, we investigate a low-power, low-complexity hybrid optical-digital neural
network that leverages a novel metasurface sensor recently developed in Professor Paiella’s
lab. Unlike typical image sensors, this sensor outputs an edge-like map of the scene akin
to the output of the first convolutional layer of a CNN. We simulate this physical sensor in
software and combine it with just a few digital layers to assure low computational load and
power consumption. Since different pixels of the sensor capture different edge orientations,
we organize the sensor array into groups of 2-by-2 or 3-by-3 pixels capturing either 4 or 9
edge orientations. This leads to either 4-channel or 9-channel convolutional layer simula-
tion. We jointly optimize the optical parameters of this layer and digital parameters of the
remaining layers for image classification of low-resolution images. Our best-performing
designs approach classification performance of equivalent fully-digital network within 2%

points, while reducing computational complexity and power consumption by a factor of 7.
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Chapter 1

Introduction

1.1 Challenges

The remarkable ability of Convolutional Neural Networks (CNNs) to extract features from
images has led to their growing popularity in image classification tasks. In order to stabilize
and speed up training, a standard CNN architecture usually includes batch normalization
layers in addition to multiple convolutional layers intended to identify spatial patterns in
images. In addition, nonlinear activation functions like ReLLU are frequently used to add
nonlinearity to the network, and max-pooling operations are incorporated to decrease spa-
tial dimensions and improve computational efficiency.

However, CNNs are often computationally-demanding and memory-heavy posing chal-
lenges for deployment on resource-constrained platforms. Recently, there has been in-
creasing interest in applying automated inference to insect-scale aerial robots — such as
microdrones — for a range of applications including environmental monitoring, search and
rescue, and covert surveillance. These microsystems operate under strict power, size, and
hardware limitations, making conventional CNNs impractical. As a result, there is a grow-
ing need to investigate and create different lightweight neural network architectures and
optimization techniques that are specifically designed to provide high performance with

significantly reduced computational needs, memory usage, and power consumption.



1.2 Proposed Solution

The work of Professor Roberto Paiella’s lab offers a promising new approach to address
these challenges by means of a novel optical sensor. The key innovation in this sensor is
its ability, thanks to an advanced metasurface design, to pass through light arriving from
a certain predetermined angle while reflecting light from other angles. The metasurface
is also highly tunable, making the optical sensor ideal for tunable optical filtering which
can be used to replace the first convolutional layer in a traditional CNN. This method can
significantly lower memory usage and computational complexity by carrying out spatial
filtering directly at the optical level, opening possibility for great enhancement in image
classification on mobile and embedded platforms with very limited resources such as mi-
crodrones. Furthermore, there is a great potential for optimizing physical parameters of the

optical sensor with the goal of increasing image classification accuracy.

1.3 Thesis Organization

In Chapter 2, we review recent literature related to the design and optimization of hybrid
optical-digital neural networks. In Chapter 3, we introduce an optical sensor with tunable
angular response, propose an architecture for hybrid optical-digital neural network based
on this sensor, and describe how we evaluate its performance in image classification on 5
public datasets. In Chapter 4, we manually tune the angular response of one optical-sensor
element and test its sensitivity to the presence of noise. In Chapter 5, we focus on auto-
matic optimization of the angular response of a single optical element in 2x2 and 3x3
super-pixel configurations. In Chapter 6, we extend the automatic optimization of the an-
gular response from single optical element to a joint optimization of either 4 or 9 elements
depending on super-pixel configuration. We also study the inclusion of additional digital
layers in the proposed hybrid optical-digital neural network to boost its performance. In

Chapter 7, we compare the computational complexity of various proposed hybrid optical-



digital architectures against equivalent fully-digital neural networks. Finally, in Chapter 8
we summarize the thesis, draw conclusions and offer some directions for further research

on hybrid optical-digital neural networks.



Chapter 2

Literature Review

Many practical applications of computer vision and image processing have greatly ben-
efited from convolutional neural networks (CNNs), for example in image classification,
noise reduction, super-resolution. One of the early CNNs, developed by [.eCun et al. (1998)
for image classification, was LeNet-5 architecture. This shallow CNN (2 convolutional, 2
pooling and 2 fully-connected layers) was shown to be very effective in handwritten digit
recognition. Shallow architectures are still important in scenarios where stringent computa-
tional constraints exist, such as embedded and edge-computing environments, even though
deeper CNNs have emerged and perform better.

CNNss are typically characterized by significant computational cost at the earliest con-
volutional layers. Howard et al. (2017) addressed these drawbacks by proposing MobileNet
topologies, which use depthwise separable convolutions to lower computational complexity
and enable effective CNN implementations on edge and mobile devices. However, because
of the massive amount of data handled at this early stage, the first convolutional layer still
places a heavy computational strain.

Researchers nowadays increasingly use optical convolution techniques, which shift
computationally-demanding tasks onto optical hardware, to get around these restrictions.
These techniques offer notable savings in computing overhead and energy consumption by
utilizing optical parallelism and inherent speed.

For example, Pad et al. (2020) proposed a hybrid optical-digital CNN system in which

amplitude-varying masks designed to approximate the convolutional kernels are used opti-



cally to perform the first CNN layer computation. The method makes use of a small optical
configuration with amplitude masks and lenses, which allows the convolution process to
run with little energy usage and no computational lag regardless of kernel size. When com-
pared to solely digital methods, their methodology achieved competitive accuracy while
demonstrating significant computational savings.

Using CMOS diffractive image sensors, Molnar et al. Chen et al. (2016) presented a
novel method that uses Angle Sensitive Pixels (ASPs) to simulate biological vision sys-
tems. Compared to conventional electronic sensors, these sensors drastically reduce sensor
power consumption and data bandwidth (by about 90%), which is highly advantageous
for embedded and mobile vision applications. It is done by directly computing the first
convolutional layer optically.

The Lensless Opto-Electronic Neural Network (LOEN), developed by Shi et al. (2022),
further minimizes system size and complexity by removing the lens component. To carry
out convolution operations directly in the optical domain, LOEN uses a passive optical
mask that has been tailored for particular purposes. In addition to simplifying device ar-
chitecture, this approach efficiently handles broadband and incoherent natural light. Ac-
cording to experimental results, LOEN effectively implemented privacy-preserving optical
encryption in face recognition and achieved high accuracy on handwritten digit classifica-
tion tasks.

Zheng et al. (2024) created multichannel meta-imagers that execute many convolutions
at once by using metasurfaces for angle and polarization multiplexing. By allowing con-
volutional procedures to run in parallel, these meta-imagers greatly speed up CNN compu-
tations and achieve up to 98.6% classification accuracy on common datasets like MNIST.
Their solution is suitable for real-time embedded machine vision applications due to its
remarkable computing efficiency and low power consumption.

The introduction of optical spatial filtering using plasmonic directional image sensors



by Liu et al. (2022) is most closely related to the topic of this thesis. Their directional
filtering method, which is based on plasmonics, effectively carries out spatial filtering right
at the sensor stage and closely mimics the traditional convolution kernels found in digi-
tal CNNs. By drastically lowering computational requirements, this optical preprocessing
shows promise for incorporation into lightweight CNN architectures and devices with lim-
ited resources.

Building on these developments, Hu (2024); Hu et al. (2024) created an optical-digital
hybrid system that mimics a CNN’s first convolutional layer by utilizing directional metasurface-
based sensors. On common classification benchmarks such as MNIST and a custom biomedical-
cell dataset, they showed up to 96-98% reduction in computational complexity, compared
to fully-digital LeNet-5 CNN, by substituting a digital convolutional layer with an optical
layer modeling either an Optical Transfer Function (OTF) or Coherent Transfer Function
(CTF). In both cases the method maintained competitive classification accuracy with sig-
nificantly reduced energy, memory, and computational requirements by integrating optical
filtering with shallow digital networks. Additionally, the system architecture allowed for
joint optimization of optical and digital parameters, suggesting that co-designed optical-

digital computing for edge vision applications may be feasible in the near future.



Chapter 3
Imaging System Design

3.1 Optical Sensor Overview

A novel optical sensor designed in Prof. Paiella’s lab is the starting point of our imaging
system setup. This sensor consists of plasmonic metasurfaces made of an optically thick
gold sheet with periodic nanostripes and sub-wavelength slits deposited on the illumination
window of a planar photodetector. When a light beam coming from a particular angle is
incident on the metasurface, it diffracts into surface plasmon polaritons (SPPs) on the metal
film, which are then scattered into an underlying photodetector layer by the slits Liu et al.
(2022). Highly appropriate for embedded vision systems, biological imaging, and real-time
optical computing, this technology provides notable benefits in compactness, functionality,
and power economy. The ability of these devices to extract edge-like features based on its

angular response is described below.

3.2 Digital Simulation of the Optical Sensor

Although the optical sensor is highly-tunable in the design phase, once manufactured it
cannot be tuned any further. In order to identify optimal parameters of the sensor, when
combined with digital layers and tested in image classification tasks, we need to simulate
its design numerically. We performed this simulation through a combination of MATLAB
and Python code.

First, we developed a function that implements the angular response of the optical sen-



sor:
_, - U—-S|—n
Ry(0) = B(0)) x la-+ pp(2 Ly G
where windowing function B(-):
1—x%if x| < 1
B(x) = (32)
0, else
delimits the angular-response area (Figure 3-1(a)), while “peak” function:
Pl) = (3)
X) = . .
1+ x2

specifies angular-response selectivity (Figure 3-1(b)).

Plot of B(x) Plot of P(x)
1.0 1.0
0.8 [ \ 0.8
0.6 0.6
x =
@ a
0.4 0.4
0.2 0.2
0.0 1 0.0 -
-1.5 -1.0 -05 0.0 0.5 1.0 15 -10.0 -75 -50 -25 00 25 50 75 10.0
X X
(a) (b)

Figure 3-1: (a) Windowing function B(x) that delimits the angular-response
area of the sensor, and (b) “peak” function that specifies angular-response
selectivity.

U= [Uy Uy] represents the direction and spatial frequency content of the light incident
on the metasurface, Uy in direction x and U, in direction y. It is derived from the phys-
ical wave vector by scaling with 21t/A, so that its components correspond to normalized
horizontal and vertical spatial frequencies. Since the light is incoherent and spans a range

of wavelengths, U should be interpreted as a dimensionless spatial frequency vector rather



than a precise wave vector tied to a single A.

S = [Sx Sy] is a tunable vector that controls the shift and orientation of the peak in the
sensor angular response with respect to the origin (normal incidence). The other parame-
ters, o, 3,9, 15, control features of the angular response Ry, such as amplitude, radius and
width of the resulting arc-like peak. These parameters come from physical measurements
of the angular response map (Hu (2024)). Their values along those of other parameters
of the model are summarized in Table 3.1. The table also identifies which parameters are
tunable and will be adjusted through optimization in the upcoming chapters. Effectively,

Rg(U ) consists of an arc-like peak on a flat pedestal, as shown in Figure 3-2.

Table 3.1: Summary of symbols used in the optical model

Symbol Description Value
S Shift of angular response arc #1 Tunable
S Shift of angular response arc #2 Tunable
o Amplitude bias in angular response R 0.06

Amplitude gain in angular response R 0.33
0 Parameter controlling the arc width in angular response R | 0.035

Rspp Parameter controlling the arc radius in angular response R 1.06

NA Numerical aperture Tunable

d Distance between sensor plane and object plane 10

Ag Spacing between angular response arcs Tunable
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Optical Sensor Response R(()

1.00

0.75

0.50

0.25

—0.25

-0.50

—0.75

-1.00
-1.0 -0.5 0.0 0.5 10

Figure 3-2: Angular response R§(l7 ) for § = [1.15,0] (other parameter val-
ues are specified in Table 3.1). The response is limited to a disc area due to
the windowing function B(-). The shape of arc-like response is controlled
by the “peak” function p(-) and parameters & and ng)),.

Using the basic angular response function Rg (3.1), we can develop expressions needed
to simulate convolutional operations equivalent to this optical model. We assume an exper-
imental setup that consists of one object plane and one sensor plane separated by distance
d, with a lens between these two planes that controls the numerical aperture (NA), shown
in Figure 3-3.

In this experimental setup, the displacement dx in direction x and displacement Jdy in
direction y between each device on the sensor plane and the object pixel seen by the same

device along the U direction can be calculated as follows:

dx U,

J1-U2-U2
(3.4)

d x Uy

J1-U2—U2

where 0 is the polar angle and ¢ is the azimuthal angle of the incident light. After algebraic

&x = d x tan(8)sin(0) =

8y = d x tan(0)cos(¢) =
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2x2 structure

~ Sensor pixel
Super pixel -
Object pixel n
6x ‘
Object Plane l ] | u| ] ] 1 |
S ixel
NA Plane ensor pixel a »

Sensor Plane  wek ] ] 77/ ] ] ]

Super pixel n’

Figure 3-3: Experimental setup for our optical sensor in 2x2 super-pixel
layout. This diagram shows 1-D cross-section in the horizontal (x) direction
of 2-D setup. There exists dy, equivalent to dx, in the vertical direction (y).

manipulations, the above equations result in:

B ox

U, =
2 2 2
\/ Ox? +0y* +d (3.5)

dy

Uy = 2 2. 0
VOx?+8y* +d

After this nonlinear transformation, we are able to calculate the angular response map

in spatial coordinate displacements by performing quadruple integration of Rg(ﬁ ) over
sensor-pixel and object-pixel areas (Figure 3-3) by using relationships (3.5), that is replac-
ing Uy, U, with functions of dx, 8y. The four integrals are over the x and y coordinates on the
sensor and object planes, with the integration regions determined by the areas of a generic
sensor-pixel and of the object-pixel displaced from this sensor-pixel by 6, and , along the
x and y directions.

While a single angular response R§(l7 ) (3.1) is capable of extracting some features from
an image, a typical continuous-space edge detector is a differential operator. In early exper-
iments, we observed that a pair of angular responses working “against” each other extracts

more accurate edges and other features from images than a single response. Therefore, we
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have settled on an optical design with two angular responses placed at locations S| and S5,

and subtracted from each other:
R(U) = Rg, (U) —Rg, (U) (3.6)

This forms our differential angular response map as a basis for optical convolutional filter-
ing. We need to point out here that each metasurface device implements a single angular
response, so to implement a differential angular response two such devices are needed. We
anticipate that each pixel area can be split into two sub-areas, each each corresponding to
one angular response (parameterized by either S} or S,), but this is future work on optical
sensor design and has no bearing on the study undertaken in this thesis.

One last step is to apply a pupil function (Figure 3-3) determined by the numerical
aperture (NA) of the lens used in the imaging system between the object and the sensor
array, defined as follows:

I, u<NA
Pupil(u) = (3.7)

0, u>NA
to spatially limit the angular response by simple multiplication:

R(U) = R(U) x Pupil(|T|). (3.8)
Figure 3-4(a) shows an example of the difference angular response R(U ) in continuous-
space coordinates for a set of fixed parameters.

After performing the quadruple integration of R(ﬁ ), we obtain discrete-space angular
responses (with 8, and 0, discretized in integral multiples of the lateral dimensions of the
object- and sensor-pixels, which are taken to be equal to each other), allowing us to simulate
these optical filters digitally in conjunction with digital layers of a neural network. These
discrete-space responses are limited to size 9x9 since in our calculations we found that

the pixel values outside of the 9x9-pixel area are very close to zero. Figure 3-4(b) shows
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Figure 3-4: (a) Differential angular response R(U ) for S| = [—1.15,0], §, =
[1.15,0], d = 10, NA = 0.37 (other parameter values specified in Table 3.1);
and (b) its 9x9 discrete-space version.

the discrete-space response (digital convolutional filter kernel) of size 9x9 resulting from

continuous-space angular response R(l7 ) in Figure 3-4.

3.3 Optical-Digital Neural Network Design

We aim to deploy our optical-digital neural network on low-power devices such as edge
devices, micro-drones, etc. Therefore, we need to keep the design of our neural network
shallow and energy-efficient. We have been inspired by LeNet-5 proposed by [.eCun et al.
(1998) as it is a CNN with good performance and low computational complexity.

After experimenting with the number of layers in a neural network similar to LeNet-5,
we decided to keep the network’s computational complexity to a minimum. We opted for
only one convolutional layer, followed by an activation layer, batch normalization (BN),
max pooling layer, flattening operation and the final softmax output layer. Figure 3.5 illus-
trates the digital operations of this architecture.

The reason why we decided to include only one convolutional layer is that its compu-
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H, = ReLU(X)
H, = BatchNorm(H,)
H; = MaxPooly»(Hy)  (resulting in R'0*10>4)
hy = Flatten(H3) € R'0*
z = Densejoo410(h4) € R
§ = Softmax(z), §e<R'

Figure 3-5: Digital operations of the proposed hybrid optical-digital neural
network.

tational complexity is high in terms of floating-point operations (FLOPs). Thus, keeping
the overall CNN minimal and replacing the convolutional layer with optical-domain filter-
ing will allow significant power savings with little sacrifice in performance. The resulting
optical neural network design is shown in Figure 3-6, where light from the object first gets
filtered through the optical sensor array, and then is processed by the remaining digital

layers to produce the final classification result.

Imaging lens

Object

Sensor array CNN layers

Figure 3-6: Proposed optical-digital CNN architecture.

It is well-known that the first convolutional layer of a neural network extracts edge-
like features at various orientations. LeNet-5, LeCun et al. (1998), uses six 5x5 filters (6
channels) in the first convolutional layer to capture 6 types of low-level features/edges.

In our setup, to capture features at different orientations we organize the sensor array

into super-pixels (see the sensor array layout in Figure 3-6). Each super-pixel is composed
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of a group of pixels, either 2x2 or 3x3, where each pixel is tuned to produce a different
angular response. This corresponds to either 4 or 9 channels in the optical convolutional
layer.

The optical parameters of these 4 or 9 filters will be optimized jointly with the digi-
tal layers. While these parameters could be initialized randomly, we have observed that
their initialization corresponding to physically-motivated values works better in general.
Therefore, in most experiments with 2x2 super-pixels we use such physically-motivated
parameters for an initial angular-response prototype extracting vertical edges (rotation of
0°) and then rotate this prototype by 90°, 180° and 270°, as shown in Figure 3-7. Similarly,
in the case of 9 channels (3x3 super-pixels), the first prototype is vertically oriented (ro-
tation of 0°) and subsequent responses are rotated versions of this prototype by 40°, 80°,
120°, 160°, 200°, 240°, 280°, 320°, as shown in Figure 3-8. Initialization methods will be

discussed in more detail in Chapter 6.

3.4 Performance Evaluation

One application we envisage for our hybrid optical-digital neural network is in image recog-
nition. We specifically focus on low-resolution scenarios where very low computational
complexity is critical (e.g., mobile edge devices, mirco-drones).

We evaluate the image recognition performance of various network designs by comput-
ing Correct Classification Rate (CCR) also known as Accuracy in multi-class classification
(the sum of diagonal entries divided by the sum of all entries in the confusion matrix). To
reduce the impact of the stochastic nature of the training process on performance evalu-
ation, we compute the average accuracy over several runs. This is described in detail in
Section 4.4.

For performance evaluation, we selected 3 datasets used by Hu (2024) (Digits-MNIST,

Fashion-MNIST and CIFAR) and two additional datasets (Intel and Imagenette) more in-
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Figure 3-7: Initialization of angular responses for 4-channel implementa-
tion (2x2 super-pixel sensor architecture) derived from prototype in Fig-
ure 3-4.

line with the intended mobile and edge applications. Below we provide the key character-

istics of each dataset.

1. Digits-MNIST: 28x28-pixel grayscale images of hand-written digits; 10 classes;
divided into 60,000 training and 10,000 testing images.

2. Fashion-MNIST: 28 x28-pixel grayscale images of fashion objects, such as shoes

and clothes; 10 classes; divided into 60,000 training and 10,000 testing images.

3. CIFAR-10: 32x32-pixel color images with objects commonly seen in daily life,
such as planes and cars; 10 classes; divided into 50,000 training and 10,000 testing
images. Since our neural network design does not support color, we convert images

to grayscale before feeding them as input to our neural network.
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4. Intel Image Classification: 150x 150-pixel color images of outdoor scenery (build-
ing, forest, glacier, mountain, sea and street views); 6 classes; divided into 14,034
training and 3,000 testing images. Since the size of each image is too large for our
intended applications, we decimate the images to 32x32 pixels, the same size as

CIFAR-10, and then convert them to grayscale.

5. Imagenette: This is a subset of resized images from the original ImageNet dataset
that better aligns with our intended applications. These color images are resized color
images so that the smaller dimension equals 160 pixels, while the aspect ratio of the
original image is maintained, and then again converted to grayscale. The number of
classes is reduced from 1,000 to 10. The dataset is divided into 9,469 training and

3,925 testing images.
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Figure 3-8: Initialization of angular responses for 9-channel implementa-
tion (3x3 super-pixel sensor architecture) derived from prototype in Fig-

ure 3-4.
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Chapter 4

Manual Selection of Optical Parameters for
Single Kernel

Before diving into joint optimization of optical and digital parameters of our neural net-
work, first we manually adjust some angular-response parameters to understand how they
affect the optical-digital network performance. Then, we perform a sparse grid search for
key optical parameters of a single filter (angular response), rotate this response by 90°, 180°
and 270° to simulate a 4-channel optical convolutional layer, and perform optimization of

all subsequent digital layers.

4.1 Numerical Aperture

Numerical aperture (NA) controls the angle from which light is permitted to enter our op-
tical sensor (Figure 3-3). It is physically controlled through the imaging lens design. More
light is allowed to enter the optical system with a larger value of NA. We explore how
different values of NA impact the captured images. Figure 4-1 shows the impact of optical
filtering an image with kernels derived from differential angular-response functions R(U)
for three values of the numerical aperture: NA = 0.1,0.3,0.5 (Figure 4-2).

Clearly, NA has a huge impact on image features that we can extract with our optical
design. A larger NA makes the resulting images look more blurry because effectively one
device unit of the optical sensor is “looking’ at a greater portion of the object, which means
it integrates light over a wider spatial area. This increased integration area can lead to an

overlap of light from different regions of the object being imaged, resulting in blurring.
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Convolved at NA = 0.1

Original Grayscale Image

10

15

20

25

(a) Original (b) NA=0.1

Convolved at NA = 0.3 Convolved at NA = 0.5

(c)NA=03 (dNA =05

Figure 4-1: Original image from the Digits-MNIST dataset and the same
image convolved with a filter simulated with different values of the numer-
ical aperture NA, shown in Figure 4-2.

4.2 Trade-off Between d and NA

Figure 4-3 shows filter kernels for different combinations of d and NA values. It is clear that
if d increases but NA suitably decreases, e.g., fromd = 10,NA =0.3 tod = 12, NA = 0.25,
the filter kernel is unchanged. This is due to the physical setup shown in Figure 3-3. Re-
ducing the distance between the object plane and the sensor plane is equivalent to widening
the numerical aperture since the area of light projecting from the object plane to the sensor
plane will remain the same. Because of this tradeoff, in the remaining experiments we fix

d at 10 while allowing NA, along with spacing parameter Ag (described next), to change
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Figure 4-2: Differential angular response R(l7 ) and its discrete-space ver-
sion for different values of aperture NA. The impact of different aperture
sizes on filtered images is shown in Figure 4-1.
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(b)d = 10, NA = 0.25

(d)d =12, NA=0.25

Figure 4-3: Comparison of filter kernel for different values of d and NA.

4.3 Spacing of Individual Angular Responses

0.2

Recall, that the differential angular-response map (3.6), is composed of two individual

responses centered at locations §1 and §2. When both S, and §; , equal zero, the positive

and negative angular responses within the numerical aperture are vertical arcs (Figure 3-7
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and Figure 3-8 for 0° rotation). The spacing between the positive response (white arc) and
negative response (dark arc) is schematically illustrated in Figure 4-4. For 1, =S, =0,

this spacing can be computed as follows:

As =81 x+S2x—2 Xng, 4.1)

where ng),), is the radius of each ring (individual angular response) that produces an arc

(Table 3.1).

1.0

0.5 4

_1'0 4

10 -05 00 05 10
Ux

Figure 4-4: Illustration of spacing Ag between positive and negative re-
sponses in the differential angular-response map (3.6).

When evaluating the impact of spacing Ag on our optical-digital network performance,
we keep the radius ny)), fixed but vary S» , = —Sj , (the arcs move in opposite directions),
thus varying Ag. Then, we rotate the obtained differential angular response by 90°,180°
and 270° to create three additional responses resulting in 4 filters such as those shown in

Figure 3-7.

4.4 Training Setup

While we manually select Ag and NA, the parameters of the subsequent digital layers need

to be found through numerical optimization.
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We ran all experiments using cross-entropy loss and batch size of 128 over 50 epochs.
To reduce the impact of the stochastic nature of the training process on performance eval-
uation, we computed the average accuracy in the last 5 epochs of each run of 50 epochs,
performed three runs, and took the average of three average accuracy values of the individ-
ual runs as the final reported accuracy.

Since training parameters have significant impact on the overall network performance,
in each experiment we searched for optimal training setup (maximum reported accuracy)

as follows:

1. We applied grid search by testing 20 values of the initial learning rate in range 10~ —

1072 selected using np. logspace function in Python.

2. We tested 3 learning-decay functions: cosine decay, exponential decay, and sigmoid
decay, and selected the final epoch’s learning rate as 1/100 of the initial learning rate

(Figure 4-5).
3. We tested 2 optimizers: Adam and AdamW.

Learning Rate over Epochs (COS Decay} Learning Rate over Epochs (EXP Decay)

Learning Rate over Epochs (SIGMOID Decay)

00104 —
0.010

0.008
0,008

s
5 0006
&

ming Rate

£ 0006
&

0.004

Le

§ o004

0.002 0002 0,002

0000 — 0000 0,000

(a) Cosine (b) Exponential (c) Sigmoid

Figure 4-5: Learning-decay functions considered in all experiments.

Table 4.1 summarizes our training setup. Note that in all subsequent experiments we
perform a grid search for the best optimizer, learning-decay function and learning parame-

ters.
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Table 4.1: Training parameters used in experiments.

Parameter Value
Loss function Cross-entropy
Batch size 128
Number of epochs 50
Optimizer Adam or AdamW
Learning-decay function Cosine, exponential or sigmoid
Initial learning rate (Adam, AdamW) Grid-searched
Final learning rate (Adam, AdamW) 0.01 x Initial learning rate
Weight decay (AdamW) 1074

4.5 Impact of Noise

Noise is not a negligible factor when it comes to the simulation of the optical sensor. It
affects the image quality after optical filtering, especially when signal strength produced
by the optical sensor is relatively weak. A commonly-used noise model is additive white
Gaussian noise. We generate this noise in simulation and add to optically-filtered images
obtained through convolution with discrete-space angular responses, such as one shown in
Figure 3-4(b).

From physical measurements in our sensor setup, we know that noise level corresponds
to SNR = 631. For this SNR value, we explore the impact of noise on image classification
using our optical-digital neural network for different spacings Ag.

Table 4.2 shows image classification performance of our optical-digital neural network
on 3 datasets (Digits-MNIST, Fashion-MNIST and CIFAR-10) when varying spacing Ag
and without noise. Clearly, for Ag up to 0.8 there is almost no performance degradation.
There is a 2-4% point drop in accuracy for Ag = 1.5 and an additional drop of about 7%
points for Ag = 3.5. When Ag is too large and the individual angular-response arcs ex-

tend outside of the numerical aperture, the classification accuracy drops since weaker and
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weaker signal (features) is being extracted from an image. Still, even at Ag = 3.5 the accu-

racy is quite similar compared to the highest accuracy for each dataset.

Table 4.2: Accuracy of image classification performance by the proposed
optical-digital neural network for different values of spacing Ag without

noise.
Digits-MNIST Fashion-MNIST CIFAR-10
As=0.2 97.42% 88.46% 46.55%
As=0.5 97.30% 88.12% 46.35%
Ag=0.8 96.93% 87.33% 45.64%
Ag=1.5 94.46% 83.64% 43.72%
Ag=3.5 87.74% 76.20% 36.18%

Table 4.3 shows image classification performance when varying spacing Ag for the
case of additive Gaussian noise with SNR = 631. Again, for Ag up to 0.5 accuracy is
unchanged, slightly drops for Ag = 0.8, but drops dramatically for Ag = 1.5 and even more
for Ag = 3.5. Clearly, noise has a huge impact on accuracy when Ag is too large. In
such a case, the angular response arcs extend outside of the numerical aperture and the
classification accuracy drops since the extracted signal is weaker and weaker in amplitude
and noise is playing a more and more destructive role. Therefore, it is clear that when
tuning spacing Ag, we should keep the angular response arcs within the numerical aperture
so that the impact of noise is minimal.

Figure 4-6 illustrates the impact of noise on filtered images for different values of spac-

ing Ag. In the remainder of this thesis, we include noise in all simulations.

4.6 Experimental Results for Various Ag and NA Values

In Tables 4.4, 4.5 and 4.6, we show the optimized network’s performance in terms of image
classification accuracy for spacings Ag = 0.1,0.2,0.3,0.4 separately for NA = 0.2, 0.3, and

0.4. In all cases, the sensor-to-object distance d is set to 10 and the optical responses are
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Table 4.3: Accuracy of image classification performance by the proposed
optical-digital neural network for different values of spacing Ag in presence
of additive white Gaussian noise (SNR = 631).

Digits-MNIST Fashion-MNIST CIFAR-10

Ag=0.2 97.58% 88.32% 46.13%
Ag=0.5 97.41% 88.26% 45.92%
As=0.8 93.45% 81.06% 30.6%
As=1.5 51.49% 48.77% 14.56%
Ag=35 12.35% 11.94% 10.25%

(a) Ag =0.2 (b) As =0.8 (c)As=1.5

Figure 4-6: Impact of noise on filtered images for different values of spac-
ing of Ag.

simulated with 5x5 discrete-space kernels.

We observe that for Ag = 0.2 our network performs best on Fashion-MNIST and CIFAR-
10, and for Ag = 0.3 it performs best on Digits-MNIST. We note that Digits-MNIST is a
low-complexity dataset resulting in almost 100% classification accuracy, higher than that
for Fashion-MNIST and much higher than that for CIFAR-10. In the tables, we also list
performance of a fully-digital network with a single-channel 5x5 convolutional layer in-
stead of a simulated optical layer. It is clear, that there is almost no room for improvement
for Digits-MNIST and very limited room for Fashion-MNIST. CIFAR-10, on the other

hand, is way more challenging and has much higher potential for improvement. We will
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use CIFAR-10 in subsequent chapters since it should be more useful in determining perfor-
mance for various network architectures.

While differences are not large, we can see that for Ag ~ 0.2 — 0.3 the accuracy is
highest on average across all datasets and all values of NA. We also notice that, except for
Digits-MNIST, smaller values of NA tend to produce higher accuracy. Indeed, for NA = 0.2
the accuracy is highest for Fashion-MNIST and CIFAR-10.

Table 4.4: Image classification accuracy for different values of Ag and NA =

0.2.
Digits-MNIST Fashion-MNIST CIFAR-10
Ag=0.1 97.24% 88.38% 46.57%
As=0.2 97.27% 88.67% 46.76%
As=0.3 97.59% 88.53% 46.53%
As=04 97.56% 88.42% 45.94%
Fully-digital 98.12% 89.05% 54.95%

Table 4.5: Image classification accuracy for different values of Ag and NA =

0.3.
Digits-MNIST Fashion-MNIST CIFAR-10
As=0.1 97.34% 88.08% 45.88%
As=0.2 97.53% 88.38% 46.13%
As=0.3 97.89% 88.35% 45.65%
Ag=04 97.59% 88.26% 45.26%

Fully-digital 98.12% 89.05% 54.95%
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Table 4.6: Image classification accuracy for different values of Ag and NA =

0.4.
Digits-MNIST Fashion-MNIST CIFAR-10
Ag=0.1 97.61% 88.01% 45.38%
As=0.2 97.68% 88.07% 45.51%
As=0.3 97.78% 87.87% 44.54%
As=04 97.53% 87.68% 43.98%
Fully-digital 98.12% 89.05% 54.95%

However, the overall impact of NA on accuracy is not large and there is another con-
sideration. A larger value of NA can generate larger filter size and, therefore, allow more
flexibility in fine tuning. For example, NA = 0.2 results in a 5 x 5 filter size, NA = 0.3
results in 7 x 7, and NA = 0.4 in 9 x 9, with filter coefficients being very small outside

these ranges. In the remaining chapters, we will also consider larger values of NA than 0.2.
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Chapter 5

Automatic Optimization of Optical Parameters
for Single Kernel

In the previous chapter, we showed that both the horizontal spacing Ag between arc-shaped
positive and negative angular responses, and the numerical aperture NA affect the accuracy
of image classification. In this chapter, instead of manually adjusting optical parameters,
we optimize them numerically jointly with parameters of the digital layers. Once a single-
kernel prototype is found, we rotate it to produce either 4 or 9 differential angular responses

in total.

5.1 Implementation

We generate the optical kernels of our model using a differentiable integral formulation
implemented in TensorFlow. Each kernel is defined as the quadruple integral of a param-
eterized angular response function R(l7 ) computed over both the sensor-pixel area and the
object-pixel area. This two-dimensional-to-two-dimensional integration can be understood
intuitively as a sweeping operation, in which light rays extend from every point of an object
pixel in the object plane to every point of a sensor pixel in the sensor plane and all angular
responses are accumulated, as illustrated in Figure 3-3. In practice, since a quadruple inte-
gration is too computationally expensive for “in-loop” optimization, we approximate this
mapping using only a double integral over the sensor-pixel area, while treating the object
pixel center as a fixed point. This simplification retains the core angular modeling behav-

ior and does not markedly impact simulation results, while making the filter generation
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tractable during training. The integrand of the double integral depends on several physical
parameters: the distance d between the object and sensor, the numerical aperture NA, and
two location vectors S| and S, (from which spacing Ag can be obtained using equation
(4.1)). All of these parameters are declared as trainable variables within the TensorFlow
computational graph using function self.add_weight (trainable=True) inside a cus-
tom Keras layer. Since the integrand is composed entirely of differentiable operations,
such as exponential functions, square-root functions, sigmoid functions, and element-wise
multiplications, TensorFlow can automatically compute gradients of the final loss with re-
spect to these physical parameters using reverse-mode automatic differentiation. To ensure
physically-meaningful behavior during optimization, constraints are applied to select pa-
rameters: the distance d is enforced to be non-negative via NonNeg (), while the numerical
aperture NA is constrained to lie in interval [0, 1] using MinMaxNorm (min_value=0.0,
max_value=1.0). These constraints are handled internally by the Keras backend, which
projects or clips parameter values during each training step to satisfy the imposed condi-
tions. As a result, the model does not directly learn the convolutional kernels in a tradi-
tional sense; rather, it learns the underlying physical parameters that generate the kernels
through optical modeling. This formulation enables fully end-to-end training of a hybrid
optical-digital network using standard backpropagation, while maintaining physical inter-
pretability and architectural modularity. Below is shown the pseudocode for our automatic

optimization algorithm.
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Algorithm 1 Forward Pass of Optical Convolutional Layer

1: procedure OPTICALCONVLAYER(X) > X = grayscale input image
2 load shared parameters {d,NA}

3: for k< 1toN do > N = number of filters
4 load (§1,§2) for filter k

5 W, < GENERATEFILTER(d,NA, S|, S,)

> Uses Differentiable integration that creates gradient path to all parameters

6: Filters < stack(Wy,...,Wy)

7: Y < Conv2D(X, Filters,padding = SAME)

8: N ~ N(0,6?) > Gaussian read noise
9: return Y + N

Algorithm 2 Forward Pass of Hybrid Optical-Digital CNN

Require: Grayscale image X € R7>*W
1: Zo < OPTICALCONVLAYER(X)

Z, < ReLU(Zy)

Z, < BatchNorm(Z)

75 MaXPOOlzxz(Zz)

74 < Flatten(Z3)

y < DenseSoftmax(z4)

SANANE I

5.2 Training of Optical-Layer Parameters

We introduce a custom convolutional layer which dynamically generates filter kernels from
the physical model described in Chapter 3 by performing numerical integration over a grid
of sensor and object pixels (Figure 3-3). The integration is governed by a physics-inspired
integrand that incorporates various optical parameters, such as distance d, numerical aper-
ture NA and horizontal spacing Ag. We make these parameters trainable and automatically
adjust them during backpropagation with the goal of optimizing the overall classification
performance. This is achieved by leveraging the automatic differentiation and gradient-

based optimization in Python’s TensorFlow Library.
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5.3 Simultaneous Optimization of Ag and NA

Numerical aperture NA is used in the pupil function (3.7). This is a rectangular function
with discontinuity at # = NA. In order to compute its gradient for backpropagation, it
must be approximated by a continuous equivalent. We apply the following differentiable

approximation:

Pupil(1) = (1 —u™) -6 (k(NA —u)) (5.1)

where o(+) is the sigmoid function and & is a steepness parameter which we set to 100.
The term 6(k(NA — u)) approximates the step transition at the aperture cutoff. A larger k
results in sharper transition, making the sigmoid more closely resemble the hard threshold
at u = NA. The factor (1 —u*") acts as a windowing function that suppresses components
near # = 1, ensuring smooth decay at the upper end of the spatial frequency spectrum. This
formulation enables gradient-based optimization while preserving the physical interpreta-
tion of a limited numerical aperture. Figure 5-1 shows the original pupil function and its

differentiable approximation.
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Figure 5-1: (a) Original pupil function (equation (3.7)); and (b) its differ-
entiable approximation (equation (5.1)).



34
5.4 Experimental Results

With a manual selection of Ag and NA in Chapter 4, our hybrid optical-digital network
achieved high image classification performance on both Digits-MNIST and Fashion-MNIST
datasets. On Digits-MNIST, the accuracy exceeded 97% whereas on Fashion-Digits it
was over 88% (Tables 4.4-4.6). However, it was much lower on CIFAR-10 — below 47%.
Since on Digits-MNIST and Fashion-MNIST our network already achieves excellent per-
formance, we now focus on CIFAR-10 and two additional datasets: Intel and Imagenette.
Optimization of Ag and NA is sensitive to initialization of both parameters. Rather
than using random initial values, we use Ag = 0.2 and NA = 0.2 which produced highest
classification accuracy on CIFAR-10 among values tested in Chapter 4 (Tables 4.4-4.6).
The goal of this project is to develop a hybrid optical-digital network that offers signif-
icant power and complexity savings while matching performance of a fully-digital design.
Therefore, as a reference, we also train a fully-digital network equipped with a digital con-
volutional layer instead of a simulated optical layer. This digital layer uses the same kernel
size as the optical-layer simulation (5x5) and the same number of channels (either 4 or 9).
The architecture of a 4-channel version of the fully-digital network is shown in Figure 5-2.
It will be compared with hybrid optical-digital network in 2x2 super-pixel configuration
shown in Figure 3-5. Additionally, we also explore a 9x9 kernel size corresponding to

larger NA to double-check our conclusions from Chapter 4.

5.4.1 4-Channel Results

Table 5.1 compares the performance of the hybrid optical-digital network and fully-digital
network for 4 channels (2x2 super-pixel layout) on 3 datasets: CIFAR-10, Intel and Im-
agenette. The optimal values of Ag are between 0.168 and 0.201, while those of NA are
between 0.211 and 0.238 across the three datasets. These values are consistent with the best

values we found through manual selection in Chapter 4, namely Ag = 0.2 and NA = 0.2.
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H; = Conv2Ds,cs, 4 fiters (X) € R?2732%4
H, = ReLU(H,)
H; = BatchNorm(H3)
H, = MaxPooly . (H3) € R16*16x4
hs = Flatten(H,) € R!9%*
z = Densejp4—10(hs) € R10

§ = Softmax(z), §ecR'"

Figure 5-2: Architecture of a 4-channel fully-digital neural network.

Compared to the fully-digital network, the proposed hybrid network designed by opti-
mizing a single angular response suffers over 8% points accuracy loss on CIFAR-10, over
4.5% points loss on Intel, and over 5% points loss on Imagenette.

The average value of Ag across the three datasets is 0.181, whereas the average value of
NA 15 0.221. With d fixed at 10, these values can be considered optimal for this 4-channel
single-kernel optimization. Figure 5-3 shows the differential angular-response functions
R(l7 ) for the optimized prototype (rotation of 0°) and its 90°, 180° and 270° rotated ver-
sions as well as the corresponding discrete-space kernels that implement optical responses
R(U ) numerically in the first convolutional layer. Figure 5-4 shows image of a truck from
CIFAR-10 and its kernel-filtered versions. Clearly, the metasurface sensor produces images

analogous to those produced by a typical convolutional layer.
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Table 5.1: Comparison of image classification accuracy of the hybrid
optical-digital network and fully-digital network for 4 channels and 5x5
kernel size. Shown are also final values of spacing Ag and numerical aper-
ture VA for each dataset.

CIFAR-10 Intel Imagenette

Hybrid optical-digital ~ 46.78%  62.34% 42.12%

Ag 0.175 0.168 0.201
NA 0.214 0.211 0.238
Fully-digital 5495%  66.83% 47.23%

Rotation 0° Rotation 90°
X

.
-0 -05 00 05 10 -10 05 00 05 10 Filter 180° Filter 270°

Uy Uy
Rotation 180° Rotation 270°

(a) (b)

Figure 5-3: (a) Differential 4-channel angular responses R(U) for d = 10
and the average of optimal parameter values across the 3 datasets: Ag =
0.181 and NA = 0.221; and (b) their 5 x5 discrete-space versions.

5.4.2 9-Channel Results

In Table 5.2, we compare performance of a 9-channel version (3x3 super-pixel layout) of
our hybrid network with the corresponding fully-digital design.

The optimal values of Ag are now between 0.133 and 0.158, while those of NA are



37

Original Image

-

Convolved @ 0° Convolved @ 90°
Convolved @ 180° Convolved @ 270°

Figure 5-4: 32x32-pixel image of a truck from CIFAR-10 and its filtered
versions after convolution with kernels from Figure 5-3.

between 0.223 and 0.232 across the three datasets. Clearly, Ag values are slightly lower
than those for 4 channels, while values of NA are slightly higher. The average value of Ag
across the three datasets is 0.144, whereas the average value of NA is 0.227. These values
can be considered optimal for this 9-channel single-kernel optimization.

Compared to the fully-digital 9-channel network the proposed hybrid 9-channel net-
work designed by optimizing a single angular response suffers about 7% points accuracy
loss on CIFAR-10,about 4.5% points loss on Intel and over 6% points loss on Imagenette.

Figure 5-5 shows the differential angular-response functions R(U ) for the optimized
prototype (rotation of 0°) and its 40°, 80°, 120°, 160°, 200°, 240°, 280°, 320° rotated
versions and the corresponding discrete-space kernels that implement optical responses

R(l7 ) numerically through the first convolutional layer. Figure 5-6 shows image of a truck
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Table 5.2: Comparison of image classification accuracy of the hybrid
optical-digital network and fully-digital network for 9 channels and 5x5
kernel size. Shown are also final values of spacing Ag and numerical aper-
ture VA for each dataset.

CIFAR-10 Intel Imagenette

Hybrid optical-digital ~ 52.83%  64.72% 44.58%

As 0.142 0.133 0.158
NA 0.227 0.223 0.232
Fully digital 59.81%  69.32%  50.91%

from CIFAR-10 and its kernel-filtered versions. Clearly, the metasurface sensor produces

images analogous to those produced by a typical convolutional layer.

o° 40° 80° Filter 0° Filter 40° Filter 80°
X

x
0.5

0.0

=05

-1.0

Filter 120° Filter 160° Filter 200°

0.5

0.0

-0.5

-1.0

Filter 240° Filter 280° Filter 320°

0.5

0.0

-0.5

-1.0

(b)

Figure 5-5: (a) Differential 9-channel angular responses R(ﬁ ) ford =10
and the average of optimal parameter values across the 3 datasets: Ag =
0.144 and NA = 0.227; and (b) their 5 x5 discrete-space versions.
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Original Image

Convolved @ 0°

Convolved @ 40°

Convolved @ 80°

Convolved @ 120°

Convolved @ 240° Convolved @ 280° Convolved @ 320°

Convolved @ 160° Convolved @ 200°

Figure 5-6: 32x32-pixel image of a truck from CIFAR-10 and its filtered
versions after convolution with kernels from Figure 5-5.

5.5 Exploration of Larger Kernels Sizes

Based on the above experimental results we could argue that a reasonable NA value is in
0.22-0.23 range. However, in Chapter 4 we wondered if a larger NA value, leading to
larger kernel size, could offer a higher degree of tunability and improved classification
results. The main idea is that in configurations with more channels and a higher degree
of tunability, our hybrid network might benefit from a slightly higher NA value, as kernel
becomes larger. Potentially, this could be useful in optimization because of the higher

degree of freedom and more potential in providing useful information.
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We fix NA to be 0.37 so that we can generate 9x9-pixel kernels instead of 5x35, and
only train Ag. Table 5.3 shows the image classification performance of a 4-channel 9x9
hybrid network against that of a 4-channel 5x5 hybrid network with optimized NA and
5x5 fully-digital network (Table 5.1). The average value of Ag is 0.151, which is slightly
lower than 0.181 that we found for NA = 0.22. The image classification performance of
hybrid network with 99 kernels trails that of hybrid network with 55 kernels (optimized

NA) by 0.17% up to 1.11% points, depending on the dataset.

Table 5.3: Comparison of image classification accuracy of a 4-channel hy-
brid optical-digital network with 9x9 kernels (VA = 0.37) with that of a
4-channel hybrid network with 5x5 kernels (optimized NA) and 9x9 fully-
digital network.

CIFAR-10 Intel Imagenette

Hybrid optical-digital (9x9)  45.67%  61.86% 41.95%
Ag 0.159 0.115 0.179

Hybrid optical-digital (5x5)  46.78%  62.13% 42.12%
Fully digital (9x9) 55.89%  67.75% 47.92%

Even with automatic optimization, a larger kernel size does not seem to be helpful in
boosting image classification performance. To the contrary, it seems to slightly hurt the
performance, which is mostly due to the blurring effect introduced by the overlap of light
from different regions of the object being imaged onto a single pixel, which has been dis-
cussed in Chapter 4. This is illustrated in Figures 5-7 and 5-8 which respectively show the
differential angular-response functions R(l7 ), their discretized versions and filtered sample
image of a truck. Indeed, the filtered images are excessively smoothed out and do not of-
fer any additional details compared to images in Figure 5-4 for 5x5 kernels. Therefore,
in Chapter 6 we will not study larger-sized kernels and will limit our exploration to 5x5

kernels.
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Filter 0° Filter 90°

Filter 180°

Filter 270°

(a) (b)
Figure 5-7: (a) Differential 4-channel angular responses R(U ) ford =10

and the average of optimal parameter values across the 3 datasets: Ag =
0.151 and NA = 0.37; and (b) their 9x9 discrete-space versions.

Original Image

-

Convolved @ 0° Convolved @ 90°

Convolved @ 180° Convolved @ 270°

Figure 5-8: Truck from CIFAR-10 convolved with optimized kernels from
Figure 5-7.
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Chapter 6

Automatic Optimization of Optical Parameters
for Multiple Kernels

Instead of optimizing one angular response and obtaining other ones by rotations, in this
chapter we jointly optimize all responses, either 4 or 9 depending on super-pixel config-
uration. This allows more degrees of freedom and improved performance of the hybrid

optical-digital network.

6.1 Optimization of S| and S,

Rather than optimizing Ag, we now jointly optimize S; and S>. This permits the individual
angular response arcs to shift and rotate freely within each differential angular response
R(U ) (3.8) shown in Figure 3-4. This is unlike optimization of Ag in Chapter 5 where
individual angular responses could only move horizontally in opposite directions, and only
one prototype response was being optimized (other responses were obtained by rotation).
However, we fix NA based on the best results from the previous chapter, namely NA = 0.221
for 4-channel architectures and NA = 0.227 for 9-channel cases.

We start by evaluating different optical-parameter initialization methods. Then, we
explore additional layers in our neural network architecture in an attempt to boost its per-
formance. We compare our designs to corresponding fully-digital networks as benchmarks,

and explore both 4-channel and 9-channel architectures.
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6.2 Initialization of Optical Parameters for 4-Channel Architecture
6.2.1 Random Initialization

When training a neural network from scratch, usually its parameters are initialized ran-
domly. We attempt the same approach here. First, we randomly select values of S, So.
Then, using these values we generate differential angular responses R(ﬁ ) (Figure 6-1(a))

and finally we discretize them to produce 5x35 kernels (Figure 6-1(b)).

(a) (b

Figure 6-1: (a) Example of randomly-generated differential angular re-
sponses R(U); and (b) their 5x5 discrete-space versions.

05

0.0

)

6.2.2 MSE Approximation of Optimal Digital Convolutional Layer

In this approach, we initialize the optical parameters using 4 convolutional kernels of the
best-performing fully-digital network for a given dataset. For example, Figure 6-2 shows
such digital kernels for CIFAR-10. Given these 4 digital kernels, we find the optical param-
eters S , S> by minimizing the mean-squared error (MSE) between the discretized versions
of the differential angular responses R(fj ) obtained using S1,S5, and the digital kernels
(e.g., Figure 6-2).

Figure 6-3 shows the differential angular responses R(l7 ) for parameters resulting from
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Figure 6-2: Digital kernels of the convolutional layer of the 4-channel fully-
digital network trained on CIFAR-10.

the above-mentioned MSE minimization, as well as their discretized versions. Subjectively,
the MSE-matched discretized optical kernels look fairly similar to the original fully-digital
kernels in Figure 6-2. However, the impact of using the corresponding optical parameters

to initialize training of the hybrid digital-optical network remains to be seen.

6.2.3 Single Optical Kernel with 90° Rotations (4x90)

Another way of initializing the optical parameters is by using the optical parameters found
by means of single-kernel optimization described in Chapter 5. More specifically, we ini-
tialize S} and S, using average parameter values across 3 datasets, namely Ag = 0.181 and

NA = 0.221, with resulting angular responses shown in Figure 5-3.

6.2.4 Single Optical Kernel with 45° Rotations (4 x45)

We noticed that for optical kernels trained starting from 4 x 90° initialization, typically
two filters have angular responses aligned vertically and the other two filters are aligned

with about 45° angle. This suggests another initialization, one that uses the same optimal
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|

(a) (b)

Figure 6-3: (a) Example of differential angular responses R(ﬁ ) obtained by
MSE approximation of the digital convolutional kernel of the fully-digital
network trained on CIFAR-10 (Figure 6-2); and (b) their 5 x5 discrete-space
versions.

single-kernel parameters (Ag = 0.181 and NA = 0.221), but instead of rotating 3 times
by 90° to rotate 3 times by 45°. Such initialization of angular responses R(U ) and their

corresponding 5x 5 discrete-space versions is shown in Figure 6-4.



46

0° 45° Filter 0° Filter 45°

-1.0 -05 0.0 0.5 1.0 -1.0 -05 0.0 0.5 1.0
135°

Filter 90° Filter 135°

o

o
-1.0 -0.5 0.0 0.5 1.0 -1.0 =05 0.0 0.5 1.0

Figure 6-4: (a) Initialization of differential angular responses R(U) using
average parameters across 3 datasets: Ag = 0.181 and NA = 0.221, and 45°
rotations; and (b) their 5 x5 discrete-space versions.

6.2.5 Experimental Results for 4-Channel Architecture

Table 6.1 compares image-classification accuracy for various initializations of a 4-channel
hybrid optical-digital neural network with 5x5 discretized convolutional kernels against
that of a 5x5 fully-digital network. For all hybrid networks the accuracy is shown for
both initial convolutional layer frozen while the remaining digital layers have been trained
over 50 epochs (“Initial” state) and then unfreezing the convolutional layer and continuing
training of the whole network for another 50 epochs (“Final” state). The improvement
in accuracy from the “Initial” state to the “Final” state ranges from 0.94% points for 4 x
45° initialization on the Intel dataset to 7.31% points for MSE-based initialization on the
Imagenette dataset. Overall, random and MSE-based initializations result in significantly
lower classification accuracy than rotation-based initializations. The highest “Initial” and
“Final” accuracies across all datasets occur for 4 x 45° initialization which trails the fully-
digital network on average by 2.22% points across the three datasets.

Figures 6-5 and 6-6 show the “Final” angular responses for 4 x 90° and 4 x 45° initial-



izations, respectively. They help explain why for a 4 x 45° initialization the “Initial” result
achieves higher accuracy in Table 6.1 than for the “Initial” result with a 4 x 90° initial-
ization. The optimized angular responses obtained from a 4 x 90° initialization (shown in
Figure 6-5) exhibit similar orientations to the responses obtained from a 4 x 45° initializa-
tion (shown in Figure 6-6). In particular, two orientations are roughly diagonal. Therefore,

one would expect the “Initial” accuracy for 4 x 45° in Table 6.1 to be somewhat close to

the “Final” accuracy for 4 x 90°.

Table 6.1: Comparison of image-classification accuracy of a 4-channel hy-
brid optical-digital network with 5x5 kernels for different initializations
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against that of a 5x35 fully-digital network.

Initialization State CIFAR-10 Intel Imagenette

Initial  43.21%  59.29% 35.73%

Random
Final  48.81%  61.52% 42.24%
L Initial  44.71%  60.21% 36.97%

MSE approximation

Final 50.65%  62.34% 44.28%
Initial  46.78%  62.13% 42.12%

4 % 90°
Final 51.15%  63.78% 44.75%
Initial  49.76%  63.52% 44.18%

4 x 45°
Final 52.28%  64.46% 45.61%
Fully-digital 54.95%  66.83% 47.23%
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(b)

Figure 6-5: (a) Differential angular responses R(U ) obtained from 4 x 90°
initialization on CIFAR-10 dataset; and (b) their discrete-space versions.
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Figure 6-6: (a) Differential angular responses R(U) obtained from 4 x 45°
initialization on CIFAR-10 dataset; and (b) their discrete-space versions.

6.3 Initialization of Optical Parameters for 9-Channel Architecture

Since in 4-channel experiments, random and MSE-based initializations were outperformed

by rotation-based initializations, for the 9-channel architecture we focus on 9 x 40° rotation-
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based initialization. As the initial optical parameters of a kernel to be rotated, we use those
found via single-kernel optimization for 9 channels as described in Chapter 5. More specif-
ically, S| and S, are initialized using average parameter values across 3 datasets, namely
Ag = 0.144 and NA = 0.227. The angular responses corresponding to these parameters are
shown in Figure 5-5 and form the initial convolutional-layer kernels.

Table 6.2 shows image-classification accuracy for a 9-channel hybrid optical-digital
neural network and a fully-digital network. The accuracy of 9-channel hybrid network
with 9 x 40° initialization has improved by 2.13-3.83% points over the 4-channel variant
with 4 x 45° initialization (Table 6.1, and also repeated in Table 6.2). The corresponding
improvement for the fully-digital network (from 4 channels to 9 channels) is 2.49-4.86%
points. Overall, the hybrid optical-digital network trails the fully-digital network, both
with 9-channels, on average by 3.12% points across the three datasets, which is 0.9% points
more than for 4 channels. Figure 6-7 shows the “Final” angular responses and their discrete-
space versions for the 9 x 40° initialization.

In the case of 4 channels, a 4 x 45° initialization resulted in higher image classification
accuracy than a4 x 90° initialization. We believe this improvement was due to more diverse
response angles. In 4 x 90° initialization, the responses had only two angles: 0° and 90°,
whereas the other two responses had only opposite directions (0° — 180° and 90° — 270°)
resulting in sign change of the output for a given input, which can be easily learned by sub-
sequent digital layers. In 4 x 45° initialization, there were 4 angles: 0°, 45°, 90° and 135°
providing richer information to the digital layers. Following this idea, we have also tried a
9 % 20° initialization for 9 channels (Table 6.2). While it improved the accuracy on CIFAR-
10 by 0.64% points over the 9 x 40° initialization, it reduced the accuracy by 0.06% points
on Intel and by 0.09% points on Imagenette. Although disappointing, we believe this is due
to the fact that with an odd number of rotations (9 x 40°) there is no exact orientation redun-

dancy (no integer values k, n such that mod (k x 40° 4+ 180°,360°) = mod (n x 40°,360°)) as
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was the case for rotations by 90°. Whether using 40° or 20° rotations, image classification

performance stays about the same.

Table 6.2: Comparison of image-classification accuracy of 9-channel hy-
brid optical-digital network with 5x5 kernels for 9 x 40° and 9 x 20°
rotation-based initializations against that of a 9-channel 5x5 fully-digital
network and the best 4-channel hybrid network from Table 6.1.

Initialization State CIFAR-10 Intel Imagenette

Initial 52.83%  64.72% 44.58%
Final 56.11%  66.59% 47.97%

9 x 40°

Initial 51.52%  63.97% 44.13%
Final 56.75%  66.53% 47.88%

9 x 20°

4 x 45°, 4 channels 52.28% 64.46% 45.61%

Fully-digital, 9 channels  59.81%  69.32% 50.91%

6.4 Expanded Neural-Network Architectures

We also explore two slightly expanded neural-network architectures by adding digital lay-

ers to our existing designs.

6.4.1 Additional Fully-Connected Layer

In our hybrid network, just before “Softmax”, we insert a ReLLU activation followed by a
fully-connected layer with 128 input nodes and 10 output nodes. Figure 6-8 shows the new
architecture for 4 channels (2x2 super-pixel). Similarly, we add the same two layers to the
4-channel fully-digital network, whose architecture is shown in Figure 6-9. We apply the
same extensions to the 9-channel hybrid network (3 x3 super-pixel) and 9-channel fully-
digital network. We initialize each optical convolutional layer with a corresponding single-

kernel rotated design.
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Figure 6-7: (a) Differential angular responses R(fj ) obtained from 9 x 40°
initialization on CIFAR-10 dataset; and (b) their discrete-space versions.

Table 6.3 shows the image classification accuracy for both hybrid and fully-digital
networks in 4-channel and 9-channel configurations with an additional ReLU activation
and one fully-connected layer (“exp.”). Shown is also the accuracy of original networks
(“orig.”) repeated from Tables 6.1-6.2 for ease of comparison. Clearly, the expanded de-
signs outperform the corresponding original designs by up to 5.07% points with 4-channel
networks having a larger gap on average than 9-channel networks. The average gap (across
the 3 datasets) between the expanded hybrid and fully-digital networks is 0.95% points for

4-channel configurations and 2.73% points for 9-channel configurations.

6.4.2 Additional Convolutional Layer

Instead of a fully-connected layer followed by ReLU activation, we insert an additional
4-channel convolutional layer equipped with 5x5 kernels followed by ReLLU activation,
batch normalization and 2 X2 max pooling. Figure 6-10 shows the architecture of the hybrid
optical-digital neural network and Figure 6-11 shows the corresponding fully-digital neural

network.
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H; =ReLU(X) € R32><32><47
H; = BatchNorm(H;) € R32X32X4,
H3 = MaxPool,»(H) € R16%16x4
h, = Flatten(H3) € R'9*,

hs = Dense ;o4 128 (ha) € R'%5,
Hg = ReLU(hs),

!
27 = Densejag_10(Hg) € R'?,

§ = Softmax(z7) € R!°.

Figure 6-8: Digital operations of the proposed 4-channel hybrid optical-
digital neural network with an additional ReLLU activation and one fully-
connected layer.

Table 6.4 shows the image classification accuracy for both hybrid and fully-digital net-
works in 4-channel and 9-channel configurations with an additional convolutional layer,
ReLU activation, batch normalization and 2x2 max pooling (“exp.”). Shown is also the
accuracy of original networks (“orig.”) repeated from Tables 6.1-6.2 for ease of compar-
ison. Clearly, the expanded hybrid designs outperform the corresponding original hybrid
designs: by 3.92% points on average (across the 3 datasets) for 4 channels and by 3.16%
points on average for 9 channels. The average gap between the expanded hybrid and fully-
digital networks is 2% points for 4-channel configurations and 1.9% points for 9-channel

configurations.
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§ = Softmax(zg) € R'°.

H; = Conv2Ds5, 1 4, same(X) € R¥72XY,
H, = ReLU(H;),
H; = BatchNorm(H,) € R32*32%4,
H, = MaxPooly,» (H3) € R16*16x4,
hs = Flatten(H) € R'%*,
he = Dense 24128 (hs) € R,
H;7 = ReLU(hg),
z3 = Denseyps10(H7) € R'°,

Figure 6-9: Architecture of a 4-channel fully-digital neural network with
an additional ReLLU activation and one fully-connected layer.

Table 6.3: Comparison of image-classification accuracy of 4-channel and
9-channel hybrid optical-digital networks and corresponding fully-digital
networks. “exp.” denotes expanded network with an additional ReLU ac-
tivation and one fully-connected layer, whereas “orig” denotes the original
network (results from Tables 6.1-6.2).

Channels CIFAR-10 Intel Imagenette
Hybrid optical-digital (exp.) 4 5735%  66.51% 48.63%
Hybrid optical-digital (orig.) 4 52.28%  64.46% 45.61%
Fully-digital (exp.) 4 5825%  67.91% 49.17%
Fully-digital (orig.) 4 5495%  66.83% 47.23%
Hybrid optical-digital (exp.) 9 59.62%  66.59% 49.23%
Hybrid optical-digital (orig.) 9 56.11%  66.53% 47.97%
Fully-digital (exp.) 9 62.61%  69.58% 51.43%
Fully-digital (orig.) 9 59.81%  69.32% 50.91%
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H; = ReLU(X) € R3232x4
H; = BatchNorm(H; ) € R32x32x4.

H; = MaxPooly,»(Hy) € R16x16x4

H, = Conv2Ds.5 4,4, same(H3) € R1O*1074,
Hs = ReLU(Hy),

Hg = BatchNorm(Hs) € R16x16x4

H7; = MaxPool,«»(Hg) € R8*8x4

hs = Flatten(Hy) € R,

10
z9 = Dense;se_,10(hg) € R™,

§ = Softmax(z9) € RO

Figure 6-10: Architecture of a 4-channel hybrid optical-digital neural net-
work with an additional convolutional layer, ReLLU activation, batch nor-
malization and 2x2 max pooling.

H| = Conv2Dsy5, |54, same(X) € R32*32%4,
H, = ReLU(H}),

H; = BatchNorm(H;) € R32%32x4.

H; = MaxPooly,(Hj3) € RI0*16%4

Hs = Conv2Ds.5, 454, same(Hs) € R1O*10%4
Hg = ReLU(Hs),

H; = BatchNorm(Hg) € R16x16x4

Hg = MaxPooly . (H7) € R¥*8x4

hy = Flatten(Hg) € R*°,

10
Z10 = Dense256_>10(h9) eR',

§ = Softmax(zo) € RO

Figure 6-11: Architecture of a 4-channel fully-digital neural network with
an additional convolutional layer, ReLLU activation, batch normalization and
2x2 max pooling.
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Table 6.4: Comparison of image-classification accuracy of 4-channel and 9-
channel hybrid optical-digital network and corresponding fully-digital net-
work. “exp.” denotes an additional convolutional layer, ReLU activation,
batch normalization and 2 X2 max pooling. whereas “orig” denotes the orig-
inal network (results from Tables 6.1-6.2).

Channels CIFAR-10 Intel Imagenette
Hybrid optical-digital (exp.) 4 5531%  69.13% 49.68%
Hybrid optical-digital (orig.) 4 5228%  64.46% 45.61%
Fully digital (exp.) 4 57.66%  71.22% 51.24%
Fully-digital (orig.) 4 54.95%  66.83% 47.23%
Hybrid optical-digital (exp.) 9 58.05%  T71.37% 50.73%
Hybrid optical-digital (orig.) 9 56.11%  66.59% 47.97%
Fully-digital (exp.) 9 60.51%  72.20% 53.14%
Fully-digital (orig.) 9 59.81%  69.32% 50.91%
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Chapter 7

Computational Complexity of Neural Networks

In this chapter, we examine the computational complexity of key networks we have de-
signed. We focus on 4-channel (2 x2 super-pixel configuration) and 9-channel (3 x3 super-
pixel configuration) networks both with 5 x5 kernels, and 32 x32-pixel input images under

10-class image recognition.

7.1 Original Networks

In the case of 4-channel hybrid optical-digital network (Figure 3-5), we feed 4 grayscale
images of size 32x32 (X € R32*32%4)"each one capturing features at different orienta-
tions (different angular responses of the 4 kernels). Assuming 10-class classification, as is
the case for CIFAR-10 and Imagenette datasets described in Chapter 3, the computational
complexity of digital operations for the proposed hybrid optical-digital network is detailed
in Table 7.1. Listed is the number of parameters associated with each digital stage as well
as floating-point operations (FLOPs). We note that ReLU operations are not counted in
TensorFlow’s FLOP profiler, but in practice they incur negligible cost compared to matrix
multiplications.

In the case of a 4-channel fully-digital network (Figure 5-2) we feed 1 grayscale image
of size 32x32 (X € R3?*32x1) "into the convolutional layer with 4 filters of size 5x5. For
10-class image classification, the computational complexity of this architecture is detailed
in Table 7.2. We note again that although ReLLU operations are not reported in Tensor-

Flow’s profiler, their complexity is negligible compared to that of convolutional and fully-
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Table 7.1: Memory requirements and computational complexity of a 4-
channel hybrid optical-digital neural network for 10-class image classifica-

tion.
Layer # Parameters FLOPs
ReL.U Activation 0 ~0
Batch Normalization 16 8.22k
MaxPooling (2x2) 0 4.10k
Flatten 0 0
Dense (1024 — 10) 10,250 20.48k
Softmax 0 50
Bias Add 0 10
Total 10,266 32,852

connected layers.

Table 7.2: Memory requirements and computational complexity of a 4-
channel fully-digital network with 5x35 filters for 10-class image classifica-

tion.
Layer # Parameters FLOPs
Conv2D (5x5, 1—4) 104 204.8k
ReL.U Activation 0 ~0
Batch Normalization 16 8.22k
MaxPooling (2x2) 0 4.10k
Flatten 0 0
Dense (1024 — 10) 10,250 20.48k
Softmax 0 50
Bias Adds (Conv + Dense) 0 4.10k
Total 10,370 241,748

Similarly, in Tables 7.3 and 7.4, we respectively list the memory requirements and
computational complexity of the hybrid optical-digital network and fully-digital network
both with 9 channels.

The computational complexity of the 4-channel hybrid optical-digital network is 32,852
FLOPs whereas that of the equivalent fully-digital network is 241,748 FLOPs. On the
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other hand, the computational complexity of our 9-channel hybrid optical-digital network
1s 73,842 FLOPs and that of the equivalent fully-digital network is 543,858 FLOPs. In both
cases, our hybrid network offer a 7.36 times lower computational complexity and, there-
fore, lower power requirements than the equivalent fully-digital network while suffering
only 2.22% points average accuracy loss for 4 channels and 3.12% for 9 channels across
the three datasets as shown in Table 6.1.

Table 7.3: Memory requirements and computational complexity of a 9-
channel hybrid optical-digital neural network for 10-class image classifica-

tion.
Layer # Parameters FLOPs
Activation (ReLU) 0 ~0
Batch Normalization 36 18.49k
MaxPooling2D (2x2) 0 9.22k
Flatten 0 0
Dense (2304 — 10) 23,050 46.08k
Softmax 0 50
Bias Add (Dense) 0 10
Total 23,086 73,842

7.2 Expanded Networks - Additional Fully-Connected Layer

Table 7.5 details the complexity of a 4-channel hybrid optical-digital network with an ad-
ditional fully-connected layer, while Table 7.6 shows the complexity of the fully-digital
network, also with an additional fully-connected layer, as detailed in Section 6.4.1.

The complexity of the hybrid network is 277,204 FLOPs whereas the complexity of the
fully-digital network is 486,100 FLOPs. With an extra fully-connected layer, the hybrid
network offers about 43% savings in computational complexity over equivalent fully-digital
architecture while trailing by only 0.95% points in accuracy on average across the three

datasets, as shown in Table 6.3.
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Table 7.4: Memory requirements and computational complexity of a 9-
channel fully-digital network with 5x35 filters for 10-class image classifica-

tion.
Layer # Parameters FLOPs
Conv2D (3x3, 1—-9) 234 460.80k
ReLU Activation 0 ~0
Batch Normalization 36 18.49k
Bias Add (Conv2D) 0 9.22k
MaxPooling2D (2x2) 0 9.22k
Flatten 0 0
Dense (2304 — 10) 23,050 46.08k
Bias Add (Dense) 0 10
Softmax 0 50
Total 23,320 543,858

7.3 Expanded Networks - Additional Convolutional Layer

Table 7.7 details the complexity of a 4-channel hybrid optical-digital network and Table 7.8
shows the complexity of 4-channel fully-digital network, both an additional convolutional
layer, ReLU, batch normalization and max pooling, as detailed in Section 6.4.2.

The complexity of the hybrid network is 226,412 FLOPs whereas the complexity of
the fully-digital network is 435,308 FLOPs. With an extra convolutional layer (and ReLU,
batch normalization and max pooling), the hybrid network offers about 48% savings in
computational complexity over equivalent fully-digital architecture while trailing by only

2% points in accuracy on average across the three datasets, as shown in Table 6.4.
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Table 7.5: Memory requirements and computational complexity of a 4-
channel hybrid optical-digital neural network with an additional fully-
connected layer (10-class image classification).

Layer # Parameters FLOPs
ReLU Activation (Input) 0 ~0
Batch Normalization 16 8.22k
MaxPooling (2x2) 0 4.10k
Flatten 0 0
Dense (1024 — 128) 131,200 262.14k
ReLU Activation 0 ~0
Dense (128 — 10) 1,290 2.56k
Softmax 0 50
Bias Adds (Dense layers) 0 138
Total 132,506 277,204

Table 7.6: Memory requirements and computational complexity of a
4-channel fully-digital network with 5x5 filters and additional fully-
connected layer (10-class image classification).

Layer # Parameters FLOPs
Conv2D (55, 1—4) 104 204.80k
ReLU Activation 0 ~0
Batch Normalization 16 8.22k
MaxPooling (2x2) 0 4.10k
Flatten 0 0
Dense (1024—128) 131,200 262.14k
ReLU Activation 0 ~0
Dense (128—10) 1,290 2.56k
Softmax 0 50
Bias Adds (Conv + Dense) 0 4.21k

Total 132,610 486,100
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Table 7.7: Memory requirements and computational complexity of a 4-
channel hybrid optical-digital neural network with additional convolutional
layer, ReLLU, batch normalization and max pooling (10-class image classifi-
cation).

Layer # Parameters FLOPs
ReL.U Activation (Input) 0 ~0
Batch Normalization (1) 16 8.22k
MaxPooling (2x2, 1) 0 4.10k
Conv2D (5x5, 4—4, same) 404 204.80k
ReLU Activation (2) 0 ~0
Batch Normalization (2) 16 2.07k
MaxPooling (2x2, 2) 0 1.02k
Flatten 0 0
Dense (256—10) 2,570 5.12k
Softmax 0 50
Bias Adds (Conv + Dense) 0 1.03k
Total 3,006 226,412

Table 7.8: Memory requirements and computational complexity of a 4-
channel fully-digital neural network with additional convolutional layer,
ReL.U, batch normalization and max pooling (10-class image classification).

Layer # Parameters FLOPs
Conv2D (5x5, 1—4) 104 204.80k
ReLU Activation (1) 0 ~0
Batch Normalization (1) 16 8.22k
MaxPooling (2x2, 1) 0 4.10k
Conv2D (5x5, 4—4, same) 404 204.80k
ReLU Activation (2) 0 ~0
Batch Normalization (2) 16 2.07k
MaxPooling (2x2, 2) 0 1.02k
Flatten 0 0
Dense (256—10) 2,570 5.12k
Softmax 0 50
Bias Adds (2 Conv + Dense) 0 5.12k

Total 3,110 435,308
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Chapter 8

Conclusions

8.1 Summary of the thesis

In this thesis, we proposed a hybrid optical-digital neural-network architecture which off-
loads some digital operations to optical domain by leveraging a novel plasmonic metasur-
face sensor.

First, we explored manual tuning of the angular response R(ﬁ ) of this sensor by evalu-
ating the impact of spacing Ag and numerical aperture NA on image-recognition accuracy
of the hybrid neural network. We also demonstrated the impact of noise on images captured
by the sensor via a simulation, showing that noise plays significant role when spacing Ag
becomes too large. In tests on Digits-MNIST, Fashion-MNIST and CIFAR-10 datasets we
demonstrated a reasonable range of Ag and NA values resulting in good image-recognition
accuracy.

Next, starting with the results from manual tuning, we focused on automatic optimiza-
tion of sensor’s optical parameters. We allowed Ag and NA to vary and we trained these
parameters jointly with the digital parameters of the hybrid neural network on CIFAR-10,
Intel and Imagenette datasets. We performed optimization of the optical parameters in two
super-pixel configurations: 2x2 (4 channels) and 3x3 (9 channels). We found that for
NA =~ 0.225 the filter kernel is of size 5x5 and results in high image-classification accu-
racy. On the other hand, we found that larger values of NA, resulting in larger kernel sizes,
do not improve performance any further.

Therefore, we fixed NA at 0.221 for 4 channels and 0.227 for 9 channels, and fo-
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cused on optimizing angular response locations S and S5 directly instead of optimizing
them indirectly via spacing Ag. Since optical-parameter initialization significantly impacts
the overall performance of the hybrid optical-digital neural network, we evaluated various
initialization methods, including random initialization, approximation of fully-digital ker-
nels and the best parameters from earlier designs. After training on CIFAR-10, Intel and
Imagenette, our best-performing hybrid optical-digital network trails the equivalent fully-
digital network in image-classification accuracy by 2.22% points on average for 4 channels
and by 3.12% points on average for 9 channels while offering over 7-fold reduction in
computational complexity in both cases. We also explored expanding the hybrid optical-
digital network by adding extra digital layers in 4-channel configuration. An additional
fully-connected layer added in both the hybrid network and fully-digital network resulted
in performance gap of only 0.95% points in average accuracy while offering a 43% reduc-
tion of computational complexity. Similarly, an additional convolutional layer added in
both cases resulted in performance gap of 2% points in average accuracy while offering a

48% reduction of computational complexity.

8.2 Future Work

A crucial next step is the physical fabrication and experimental validation of the plasmonic-
metasurface sensor studied in this thesis. While a simulation provides controlled environ-
ment to explore parameter space and optimize performance, it cannot capture real-world
imperfections such as fabrication tolerances, surface roughness, alignment errors, and spec-
tral non-idealities. Building a physical prototype would allow direct comparison between
simulated and measured angular responses, validating the practicality of the proposed de-
sign and informing adjustments to the simulation pipeline. Moreover, while this thesis
focuses exclusively on grayscale input, real-world scenes are inherently multi-spectral. Ex-

tending the metasurface design to be wavelength-sensitive — either through layered mate-
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rials, resonant structures, or multiplexed metasurface patterns — could enable color-aware
or even hyperspectral edge detection directly at the sensor level. This would eliminate
the need for RGB demosaicing or grayscale conversion, potentially extracting richer fea-
ture representations optically and opening the door to broader applications like biomedical

imaging, remote sensing, or material classification.
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