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Summary 

Hoarding is a psychological disorder that manifests itself as a compulsive need to collect 

and keep unnecessary and useless items in living quarters. It may have a very negative 

impact on people’s quality of life. Bacteria, insects and even rodents can live in such an 

environment and spread disease. Furthermore, a room full of useless items can prevent 

people from moving freely and leading normal life. Healthcare professionals and 

researchers who study hoarding usually visit a patient’s room and take pictures to compare 

them with an image database in order to judge the degree of hoarding []. However, such a 

comparison is subjective and often unreliable. 

 

The goal of this MS project is to develop computational algorithms to automatically assess 

the degree of hoarding. We believe this is the first effort to develop such an automatic, 

objective, real-time hoarding assessment tool ever. One possible approach is to compute 

the percentage of the image that clutter occupies and decide the hoarding severity based on 

this percentage. Thus, the main focus of this particular project is the detection of clutter in 

indoor images. The fundamental assumption we make is that real-life clutter corresponds 

to high density of edges in a captured image. 
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1 Introduction 
 

Compulsive hoarding is a disorder in which an individual acquires large numbers of 

unnecessary items at home and is unwilling to discard them. Hoarding reduces the patient’s 

quality of life, preventing him or her from moving within home and causing distress and 

anxiety. Additionally, in a higher population density environment, this behavior poses 

significant public health risks, as a room full of useless items may harbor disease, insects, 

and rodents. Hoarding has an estimated prevalence of about 2-5% in adults, and these 

adults often do not recognize it as a problem.  

Social workers may rate severity of hoarding by comparing a dwelling to images of 

cluttered rooms rated according to the Clutter Image Rating (CIR) scale [1]. The scale is 

expressed in integers from 1 to 9, where a 1 signifies a very clean and clutter-free room, 

and a 9 specifies a worst-case scenario with items piled nearly to the ceiling. The in-

between ratings represent various intermediate cases, but generally a higher number means 

a more cluttered image. 

The focus of this project is the development of an algorithm to immediately and 

“objectively” automatically rate an image of cluttered dwelling. We propose a method for 

automatic image rating that involves computing a histogram of oriented gradients (HOG) 

over an entire image, and using the result as a feature vector for a Support Vector 

Regression (SVR) algorithm. The SVR is trained using a small database of labeled images 

collected from the internet by trained individuals familiar with hoarding. In this way, the 

overall algorithm is able to learn what an image from each rating looks like based on a 

collection of distributions of gradient angles and magnitudes, and automatically rate future 

images using a pre-trained SVR algorithm. 

 

2 Data collection  
 

One major difficulty in solving this problem is obtaining enough data to effectively train a 

machine learning algorithm. Although a small dataset of 80 labeled images, separated into 

bedroom, kitchen and living room is available (CIR reference images), for any feature 
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vector of appreciable length this dataset is too small to train a classification or regression 

algorithm and expect reasonable performance differentiating between 9 different classes. 

This dataset was dramatically expanded by using automatic Google image search and 

downloading tools. The API that Google provides for automatic downloads limits each 

automatic download to 64 images, so some creative search terms were employed to obtain 

more varied images. The images were then labeled and separated into bedroom, kitchen 

and living room classes by students from the School of Social Work at Boston University. 

Currently, there are about 500 labeled images, separated into folders by type and CIR 

rating. One example image of each type and rating is provided in Figure 1 - Figure 3 below.  

Note that so far, we have not considered room type (bedroom, kitchen, living room) 

in our algorithms, only the numeric CIR rating. 

 

 

Figure 1: Examples of different degrees of hoarding (CIR levels 1 – 9) for the case of bedroom. 
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Figure 2: Examples of different degrees of hoarding (CIR levels 1 – 9) for the case of kitchen. 

 

 

Figure 3: Examples of different degrees of hoarding (CIR levels 1 – 9) for the case of living room. 
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3 Feature extraction via histogram of oriented gradients 
 

The starting idea for a functional automatic rating algorithm was a magnitude of 

gradient approach over the luminance image developed in [2]. The input images were 

resized to 640 by 480 and high-pass filtered in the horizontal and vertical directions to 

obtain the x and y-directional derivative images 𝑑𝐻(𝑖, 𝑗) and 𝑑𝑉(𝑖, 𝑗). Then, the 

magnitude of gradient image 𝑑(𝑖, 𝑗) was computed as follows: 𝑑(𝑖, 𝑗) =

 √𝑑𝐻(𝑖, 𝑗)2 + 𝑑𝑉(𝑖, 𝑗)2. The image 𝑑(𝑖, 𝑗) was divided into 20 by 20 non-overlapping 

blocks, and the magnitude of gradient matrix is simply the 32 by 24 matrix where each 

element is the sum of all 𝑑(𝑖, 𝑗) in that block. The clutter vs. non-clutter determination 

was to be made with a numeric threshold to get a single scalar representing the 

percentage of the input image that is composed of clutter.  

This method has a variety of weaknesses, however. There is no gradient angle 

information contained in this representation, just a simple percentage of clutter vs. non-

clutter based on an arbitrary threshold. The magnitude of a gradient does not distinguish 

between cases like bright window edges or furniture, which would have highly coherent 

gradient angles, and heavy clutter, which should have highly random gradient angles. The 

Histogram of Oriented Gradients (HOG) approach [3] computes a feature vector that 

greatly increases the size of the feature space, but proportionally should increase the 

amount of useful information contained in it. We expect highly cluttered images to have 

highly incoherent histograms over the entire image. 

In order to calculate HOG features, images were resized to 320x240 with non-

overlapping 20 pixel cells. The histograms obtained within these cells were normalized 

over a 2x2 cell block by simply taking the magnitude of all of the gradient elements 

together. We chose to use 4 unsigned histogram bins (i.e., 0, 45, 90, and 135 degrees). 

This relatively small image size, relatively large cell size, and very few histogram bins 

compared to the usual 9 were chosen primarily because of data constraints; optimally, the 

image should most likely be larger and have more histogram bins for better performance. 

However, with the parameters we have chosen, the feature vector is already 768 elements 

long, and at the time of this writing only 481 labeled images were available. 
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An example visualization (as proposed in [4]) of this particular HOG feature set is 

shown below for both a CIR level 1 image (Figure 4) and a CIR level 9 image (Figure 5) 

to highlight the differences. 

 

 

Figure 4: Image of a clutter-less room (CIR level 1) and visualization of its HOG features. 

 

 

Figure 5: Image of a cluttered room (CIR level 9) and visualization of its HOG features. 

 

A CIR level 1 image should have a much more uniform distribution of gradient 

angles, whereas a CIR level 9 image should appear significantly more random. For more 

information about histogram of oriented gradients, please see [3]. 

Below we detail our feature vector calculation steps: 

1) Read in image I and resize to a standard chosen size, plus 2. Nominally this size is 

320x240. 

2) Convert image to luminance only (no color information). 

3) Calculate gradients over the image using filters: 

         
𝑑

𝑑𝑥
= (

−1 0 1
−1 0 1
−1 0 1

) and 
𝑑

𝑑𝑦
= (

−1 −1 −1
0 0 0
1 1 1

) 
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4) Take valid regions of this gradient (hence addition of 2 to the size) 

5) Calculate the gradient angle as follows: 𝜙(𝑖, 𝑗) = tan−1

𝑑𝐼(𝑖,𝑗)

𝑑𝑦
𝑑𝐼(𝑖,𝑗)

𝑑𝑥

 

6) Calculate the magnitude of gradient as follows: ∇𝐼(𝑖, 𝑗) = √(
𝑑𝐼(𝑖,𝑗)

𝑑𝑥
)

2

+ (
𝑑𝐼(𝑖,𝑗)

𝑑𝑦
)

2

. 

Calculate the angle and magnitude for every pixel of input image. 

7) If using unsigned angles, appropriately flip negative angles to the corresponding 

positive angle 180 degrees away. 

8) Calculate the number of total blocks for HOG using: 

    # ℎ𝑜𝑟𝑖𝑧𝑜𝑛𝑡𝑎𝑙 𝑏𝑙𝑜𝑐𝑘𝑠 =
𝑠𝑖𝑧𝑒(∇𝐼,2)

(𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒−𝑏𝑙𝑜𝑐𝑘𝑂𝑣𝑒𝑟𝑙𝑎𝑝)∗𝑐𝑒𝑙𝑙𝑆𝑖𝑧𝑒
  

   # 𝑣𝑒𝑟𝑡𝑖𝑐𝑎𝑙 𝑏𝑙𝑜𝑐𝑘𝑠 =
𝑠𝑖𝑧𝑒(∇𝐼,1)

(𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒−𝑏𝑙𝑜𝑐𝑘𝑂𝑣𝑒𝑟𝑙𝑎𝑝)∗𝑐𝑒𝑙𝑙𝑆𝑖𝑧𝑒
 

and loop over all blocks. 

9) Within each loop iteration, also loop over the total number of cells in that block 

(𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒2). Each cell gets its own 𝑛𝑢𝑚𝐵𝑖𝑛𝑠 element vector: 

a. Snap all the angles within each cell to the corresponding bin. Bin edges 

are given by ±
1

𝑛𝑢𝑚𝐵𝑖𝑛𝑠
 for signed orientation HOG or ±

1

2∗𝑛𝑢𝑚𝐵𝑖𝑛𝑠
 for 

unsigned orientation. 

b. Sum the magnitudes corresponding to each bin, and return as 𝑛𝑢𝑚𝐵𝑖𝑛𝑠 

element vector. 

10) Once all 𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒2 vectors have been obtained, normalize each using L2 norm 

(divide by square root of their squared sums), and append each to the feature 

vector. 

11) Repeat for all blocks; the final feature vector length is 

𝑝𝑟𝑜𝑑([𝑛𝑢𝑚𝐵𝑙𝑜𝑐𝑘𝑠, 𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒2, 𝑛𝑢𝑚𝐵𝑖𝑛𝑠]) where 

𝑛𝑢𝑚𝐵𝑙𝑜𝑐𝑘𝑠 = ⌊

𝑠𝑖𝑧𝑒(𝐼)
𝑐𝑒𝑙𝑙𝑆𝑖𝑧𝑒

− 𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒

𝑏𝑙𝑜𝑐𝑘𝑆𝑖𝑧𝑒 − 𝑏𝑙𝑜𝑐𝑘𝑂𝑣𝑒𝑟𝑙𝑎𝑝
⌋ 

 

 

 



7  Alexander Tooke 

4 Support vector regression for CIR estimation 
 

The libsvm library [5,6] was used for support vector regression training and label 

estimation. This is a full-featured library that provides multiple SVR algorithms and 

kernels. The training and parameter selection were performed using four-fold splits. A 

four-fold split means that the labeled dataset is separated into four parts. Three of these 

four parts are used to train the algorithm and the fourth is used for testing and comparing 

the predicted label to the actual one. In this way, four separate training and testing splits 

are generated, where there are four possible testing sets for each split. 

An example procedure of how to perform a parameter search is given below. This 

procedure is implemented in svrSearch.m in the project code. 

1) Set up HOG parameters, including the number of bins, image size, and all other 

parameters described above. 

2) Set up cross validation split. In this implementation, it is done by collecting all of 

the images with their features, taking a random permutation (with a constant 

random seed for repeatability), and using the first, second, third and fourth quarter 

of this permutation vector to index into the image feature vectors. Each of these 

quarters generates a separate testing set, and the set difference is taken over the 

image numbers to obtain the corresponding training set. 

3) Set up sets of parameters to search over. For an ε-SVR regression with a radial 

basis function (RBF) kernel, the parameters are the cost variable C, and γ. The 

variables to search over can be various powers of 2, i.e. from -13 to 10 for C and 

from -10 to 0 for γ. 

4) Set up an “absolute error” array. This array stores the average absolute error, 

averaged over each image and each four-fold split. 

5) Loop over each set of parameters, training and testing the SVR with each split for 

each set of parameters. Take the absolute difference between the predicted CIR 

value and labeled CIR value (absolute error) for each split, add the mean of these 

differences to the appropriate spot in the absolute error array. 

6) After looping over all parameters, the absolute error array is divided by 4 (since 

we added mean absolute error to it 4 times). 
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7) Find the minimum mean absolute error and the parameters that correspond to it. 

These are the optimal parameters for this search. 

An example of parameter search array is shown below. This was a search using no data 

augmentation (see section 4), a 20𝑥20 cell size, 4 unsigned histogram bins, a block 

size of 2, 0 block overlap, a 320𝑥240 image size, and four-fold cross-validation. The 

SVR was an ε-SVR using RBF with ε value 0.01, cost variable C varied in the range 

2−13:10 (rows), and γ varied in the rnage 2−10:0. 

 

Table 1: Overall cost as a function of parameter values for non-augmented dataset. 

 

C\ γ 2−10 2−9 2−8 2−7 2−6 2−5 2−4 2−3 2−2 2−1 1 

2−13 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 

2−12 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 

2−11 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 

2−10 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 2.41 

2−9 2.41 2.41 2.41 2.41 2.40 2.40 2.40 2.41 2.41 2.41 2.41 

2−8 2.41 2.41 2.40 2.40 2.40 2.40 2.40 2.40 2.41 2.41 2.41 

2−7 2.41 2.40 2.40 2.40 2.39 2.39 2.39 2.40 2.41 2.41 2.41 

2−6 2.40 2.40 2.40 2.39 2.38 2.37 2.38 2.40 2.40 2.40 2.40 

2−5 2.40 2.40 2.39 2.37 2.35 2.34 2.35 2.38 2.40 2.40 2.40 

2−4 2.40 2.39 2.37 2.34 2.30 2.27 2.29 2.36 2.39 2.40 2.40 

2−3 2.39 2.37 2.33 2.27 2.18 2.13 2.18 2.32 2.38 2.39 2.39 

2−2 2.36 2.32 2.25 2.13 1.98 1.88 1.96 2.23 2.35 2.36 2.36 

2−1 2.32 2.24 2.10 1.90 1.70 1.59 1.67 2.06 2.31 2.32 2.33 

1 2.24 2.09 1.86 1.63 1.47 1.42 1.48 1.85 2.22 2.25 2.25 

2 2.08 1.84 1.60 1.44 1.37 1.33 1.39 1.71 2.12 2.16 2.16 

22 1.83 1.59 1.43 1.37 1.33 1.32 1.39 1.71 2.11 2.15 2.16 

23 1.58 1.43 1.38 1.36 1.35 1.32 1.39 1.71 2.12 2.16 2.16 

24 1.43 1.39 1.39 1.41 1.36 1.32 1.39 1.71 2.12 2.16 2.16 

25 1.39 1.41 1.47 1.44 1.36 1.33 1.40 1.71 2.12 2.16 2.16 

26 1.43 1.51 1.53 1.44 1.37 1.33 1.40 1.72 2.12 2.16 2.16 

27 1.53 1.60 1.52 1.44 1.37 1.33 1.40 1.72 2.12 2.16 2.16 

28 1.64 1.60 1.53 1.44 1.37 1.33 1.40 1.72 2.12 2.16 2.16 

29 1.66 1.60 1.53 1.44 1.37 1.34 1.40 1.72 2.12 2.16 2.16 

210 1.66 1.61 1.54 1.45 1.39 1.34 1.40 1.72 2.12 2.16 2.16 
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The optimal parameters here turn out to be 𝐶 = 4 and 𝛾 = 2−5. The table was rounded 

off but these are the lowest values using internal double precision. However, the close 

values surrounding the optimal parameter suggest that there is not much to be gained by 

using a finer search grid around the optimal value. These parameters proved to be optimal 

or nearly so over a grid of this resolution using data augmentation as well. 

 

5 Data augmentation 
 

Multiple methods of artificially expanding the data set were considered in order to 

generate a sufficiently large number of images for SVM training. The first method is to 

slightly oversize each input image such that we take some number of shifted slices from 

it. For example, for a cell size of 20 and image size of 320x240, one could expand the 

image horizontally by 15 pixels to 335 and take the slices 1-320, 6-325, 11-330, and 16-

335. This does not significantly change the image content over the collection of slices, 

but does significantly change the content of each cell, since the image area where each 

20x20 cell overlaps significantly changes with a shift of only 5 pixels. 

Additionally, we can shift vertically in the same way, or combine 4 shifts in each 

direction in every possible way and obtain 16 different shifts. 

The second method is to consider flipped versions of the input image. For this 

application, it makes no sense to flip vertically, since one characteristic feature of a room 

is a ceiling at the top, and clutter should begin at the bottom. Therefore, only horizontal 

flips were considered. 

A third method is to also consider small rotations of the input image. The image is 

slightly oversized and rotated by +/-5 degrees, +/-10 degrees, etc.  

Each of these data augmentation methods can be independently turned on or off. 

 

 

6 Results 
 

Results are presented using a 4x3 set of plots, each of which will be described here. 

The first plot shows the actual CIR label in red overlaid by the error of the CIR rating 
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assigned by the algorithm in blue. The second plot shows the predicted CIR rating by 

image number, with the average error over all images in the title.  

For some parameters and runs, a single image may spawn multiple representations of 

it, which would be used for both training and testing. For example, when data is 

augmented by flipping horizontally, each actual image spawns two copies: the original 

and the flipped one. In creating training and testing sets, these images are kept together so 

that the algorithm is never trained on only one of these copies, with the other used for 

testing. Aside from that, during SVM training and testing the images are treated 

independently, so when predicting labels from these copies, each gets its own 

independent label. For runs like these in which an image was rated multiple times, the 

third plot shows the variability in ratings assigned to an image by computing a standard 

deviation over the predicted labels assigned to any given image. 

The last 9 plots show the distribution of predicted labels for images of each true CIR 

rating (1 through 9). Typically in this data set, we have found that lower CIR images tend 

to have predicted labels relatively tightly clustered around their true values, which may 

correspond to relatively many low-CIR training images that are available compared to 

more highly-cluttered images. As the true CIR rating approaches 7 through 9, all 

variations of the algorithm tried so far tend to produce far more randomly distributed 

prediction labels. 
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Figure 6: Baseline results after tuning but without data augmentation. 
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Figure 7: Baseline results after tuning with data augmentation (horizontal flip). 
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Figure 8: Baseline results after tuning with data augmentation (16 horizontal and vertical shifts). 
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Figure 9: Baseline results after tuning with data augmentation ( ± 5 degree rotations). 
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Figure 10: Baseline results after tuning with data augmentation ( ± 5 and ± 10 degree rotations). 
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Figure 11: Baseline results after tuning with all data augmentation options. 
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Visualizations of HOG features for some of the poorest performing images are shown 

below. 

 

 

Figure 12: Image with no clutter (CIR level 1) mislabeled as a 5. 

 

The image in Figure 12 is a CIR level 1 image which was labeled as a 5. Throughout the 

image, there are many randomly-oriented edges and high-frequency components, which 

explains why an algorithm based primarily on randomness of edge direction would fail. 

Another CIR 2 image labeled as a 6 is shown Figure 13, highlighting the potential for a 

lot of higher frequency content to throw off the HOG approach. 

 

 

Figure 13: Image with little clutter (CIR level 2) mislabeled as a 6. 

 

A CIR level 9 image which was labeled a 4 is shown in Figure 14. The HOG 

visualization makes it clear that most of the edges are in the vertical direction and are 
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highly coordinated, since the image appears to consist of stacked up boxes and paper 

rather than randomly oriented junk. 

 

 

Figure 14: Image with significant clutter (CIR level 9) mislabeled as a 4. 

 

The image in Figure 15 below is a CIR level 7, labeled as a 3. It shows that if an image 

contains too much neat wall space, it will be underrated. 

 

 

 

Figure 15: Image with significant clutter (CIR level 7) mislabeled as a 3. 

 

7 Basic usage 
 

The project code is located on Github at https://github.com/ajtooke/msproj.git and 

Professor Janusz Konrad has a copy of the code in a ZIP file with test images included. 

To begin, navigate to the base directory where the src, lib, etc. folders are located and run 
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pathsetup to add the necessary paths to the MATLAB path list. The function 

svmValidation() provides a pathway into all functionality of this work and outputs data in 

the format that the function makePlots() expects. To recreate the first plot in the results 

section (no data augmentation, the following sequence of commands should be called. 

r = svmValidation(1, [240, 320], 0, 0, 0); 

makePlots(r); 

 

8 Conclusions and discussion 
 

As the results show, we are able to achieve a mean absolute error of just over 1 using 

481 total labeled images, 360 of which are used for training at a time and the rest for 

testing. The algorithm performs relatively well for images with CIR levels 1 through 6 

and starts to perform poorly for the higher CIRs, above and including 7. This may be due 

to data starvation; as can be seen from the plots, we have significantly more data for 

lower CIRs than higher ones, so the algorithm is able to rate low CIR images with more 

accuracy. Another possible explanation is that this particular HOG feature vector is not 

sufficient to adequately describe data at higher CIRs. 

One way we attempted to solve the high CIR data starvation problem is data 

augmentation via shifts, flips, and rotations, as well as simply duplicating higher CIR 

images to bias the regression towards higher ratings. At most, these measures improved 

the mean absolute error by a few percent, suggesting either that the augmentation 

methods used here do not provide appreciably more information than just the base image, 

or that the HOG with this particular parameter set is not sufficient. In particular, using all 

data augmentations at once with the same HOG parameters as the non-augmented data 

and augmented in just one way produced very poor results; this is likely due to incorrect 

parameters more so than poor performance. However, given the time frame for these final 

results, full training of the fully augmented data is computationally infeasible. 

As for future work, one should find a way to collect more data, particularly high CIR 

data, for example by using screen captures from videos taken of cluttered rooms, further 

internet image searches, and contributions from patients. This would enable 

determination as to whether high CIRs perform poorly due to data starvation or some 
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other cause. Secondly, one could try other SVM kernels, such as polynomial instead of 

RBF, retuning for the other parameters. Thirdly, one could tune HOG parameters, though 

the current HOG parameters essentially minimize the feature vector length while still 

providing enough information to learn something about the image. Using larger windows 

would likely cause them to be non-localized, using fewer bins would not include both the 

horizontal and vertical directions, and using a larger image size obviously increases 

feature vector length. The only direction to go is providing more information via 

increasing the number of bins or decreasing the window size, which was tried but not 

presented here because it requires more data. 
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