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A biophysical implementation of a bidirectional
graph search algorithm to solve multiple

goal navigation tasks
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The model presented here extends formal analysis (Hasselmo et al., Neural Networks, 15,
pp. 689–707, 2002b) and abstract modelling (Gorchetchnikov and Hasselmo, Neurocomputing,
44–46, pp. 423–427, 2002a) of interactions within the hippocampal area (or other cortical areas),
which can be flexibly used to navigate toward any arbitrary goal or multiple goals that change on a
trial-by-trial basis. The algorithm is a version of a bidirectional breadth-first graph search implemented
in simulated neurons using two flows of neural activity. The new model changes the continuous firing
rate neuronal representations (Gorchetchnikov and Hasselmo 2002a) to more detailed compartmen-
tal versions with realistic parameters, while preserving the qualitative properties analysed previously
(Hasselmo et al., 2002b, Gorchetchnikov and Hasselmo 2002a). The case of multiple goals being
present in the environment is studied in this paper. The first set of simulations tests the algorithm in the
selection of the closest goal. A small difference in distance between the simulated animal and different
goals is sufficient for a correct selection. The second set of simulations studies the behaviour of the
model when the goals have different saliences. A small salience-based difference between firing rates
of the cells providing goal-related input to the model is sufficient for the selection of a more salient
goal. This behaviour was tested in three types of environments: a linear track, a T-maze and an open
field. Further investigation of quantitative properties of the model should allow it to handle cases when
the exact location of the goal is uncertain.

Keywords: Hippocampus; Goal-directed navigation; Graph search; Spiking neuronal model; Goal
selection

1. Introduction

Two sets of evidence strongly indicate the critical role of the hippocampal formation in rodent
spatial navigation. The first set is the lesion studies that show the impairment of animals with
hippocampal lesions in the Morris water maze task (Morris et al. 1982), eight-arm radial maze
task (Olton 1983) and other spatial tasks. More recent studies have concentrated on the role of
individual areas within the hippocampal formation in solving navigational tasks (Brun et al.
2002, Nakazawa et al. 2002).
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The second set of evidence comes from cellular recordings that show the correlation
between the firing rate of hippocampal cells and the position of the animal (O’Keefe and
Dostrovsky 1971). These cells were consequently termed place cells. O’Keefe and Recce
(1993) observed an interaction between cell firing, position and hippocampal theta rhythm.
The firing of the place cell first occurs in the late phase of the theta, but as the animal moves
through the place field of the cell, the firing shifts to earlier phases. This phenomenon is termed
theta phase precession.

The theta rhythm is a large amplitude 3–12 Hz oscillation which is prominent in the electro-
encephalogram (EEG) of the hippocampus and associated structures (Buzsáki et al. 1983).
Theta frequency is defined as 4–7 Hz in humans. In animals, this range has been expanded
to cover the lower 3–4 Hz frequencies of theta rhythm in urethane anaesthetized prepara-
tions (Vanderwolf 1969) and higher frequencies (up to 12 Hz) that appear during running
(Bragin et al. 1995). Theta rhythm is prominent during voluntary movement (Vanderwolf
1969, Buzsáki et al. 1983, Fox et al. 1986). However, theta rhythm also appears during immo-
bility in rats during attention to predators (Sainsbury et al. 1987), fear conditioning (Whishaw
1972) and both aversive eye-blink conditioning as well as appetitive conditioning (Berry and
Seager 2001).

Theta rhythm has been shown to interact with the firing properties of hippocampal place
cells. Hippocampal pyramidal cells tend to fire more frequently in phases near the positive
peak of the theta rhythm measured at fissure (Fox et al. 1986), and inhibitory interneurons
in the hippocampal formation also fire in a phasic manner during theta rhythm oscillations
(Buzsáki and Eidelberg 1983, Fox et al. 1986). Lesions of the fimbria-fornix, which greatly
reduce the theta rhythm (Buzsáki et al. 1983), cause place cells to respond in a less reliable,
more dispersed manner (Miller and Best 1980, Shapiro et al. 1989).

Current source density analysis demonstrates that the trough of the fissure EEG co-occurs
with prominent sinks in stratum lacunosum-moleculare (Brankack et al. 1993), presumably
arising from strong synaptic input from entorhinal cortex, and with prominent sources in
stratum pyramidale (Brankack et al. 1993) that may arise from outward currents due to strong
inhibition in this layer (Kamondi et al. 1998). In contrast, the peak of the fissure EEG is
associated with prominent sinks in stratum radiatum and another sink in stratum pyramidale.
The latter corresponds to the greater firing of CA1 pyramidal cells at the peak of the fissure
EEG (Fox et al. 1986).

Theoretical studies that have attempted to explain the role of the hippocampal formation
in spatial navigation can also be roughly separated in two groups. Early models (Marr 1971,
McNaughton and Morris 1987) were designed to explain the function of the hippocampal
system using gross anatomical features of the hippocampus, namely extensive recurrent con-
nectivity within area CA3 and unidirectional flow of information through the system from
superficial layers of entorhinal cortex (EC), through dentate gyrus, CA3, CA1 and subiculum
back to deep layers of EC.

Muller et al. (1991) suggested that a topological representation of the environment is formed
by strengthening of the recurrent connectivity within CA3 between cells with nearby place
fields. This idea became the cornerstone of multiple modelling studies relating the hippocampal
properties to its role in spatial tasks. Although O’Keefe and Nadel (1978) showed that anato-
mical distance between place cells is not correlated with the distance between their respective
place fields in the environment, the assumption of most models is that the functional distance
based on connectivity, not the anatomical distance, corresponds to the environmental distance.

Hetherington and Shapiro (1993) designed a recurrent network that uses synaptic strength
between place cells to encode the relative distance between these cells’ place fields and could
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guide navigation. The Hetherington and Shapiro (1993) model did not intend to duplicate
the details of the hippocampal circuitry, and required about 1000 training cycles for all paths
to all goals in order to form spatial representation. On the other hand, after training their
model did not require the sensory input and could perform the task using only the memory
representation.

Levy et al. (1995) studied the ‘astable’ dynamics of a recurrent network of local context
neurons (suggested to be analogues to place cells) and showed that it can disambiguate
sequences and solve goal-driven navigational tasks. Their model was able to use short-cuts
due to the attractor at the final destination. The original model was extended by Wu et al.
(1998) to use non-orthogonal sequences by separating local context cells into groups with two
different time scales. A shorter time-scale was used for element processing and a longer scale
for transitions between elements, similar to models by Kanter and Sompolinsky (1986) and
Lisman (1999).

Abbott and Blum (1996) suggested that a temporally asymmetric learning rule leads to a
transition in place cell activity from being driven by sensory input to predicting the input.
The resulting synaptic weights would store the next destination at each step. This makes the
performance independent of the animal’s speed, since if the recall of the next destination is
triggered by movement, then the animal can perform at any rate. Their model (Blum and
Abbott 1996) provided evidence that a large number of learned paths through the environment
can result in a navigational map of the environment.

Sohal and Hasselmo (1998) used global context and theta rhythm dynamics to select among
sequences and demonstrated that phasic changes in the magnitude of synaptic transmission
could enhance the disambiguation of two sequences. Other models focus on place cell firing
to model the development of place-related responses (Sharp 1991, Hetherington and Shapiro
1993), experience-dependent changes in firing properties (Mehta et al. 2000), their role in
guiding spatial navigation (Sharp et al. 1996, Burgess et al. 1997, Redish and Touretzky
1998), or the phase precession phenomenon (Tsodyks et al. 1996, Jensen and Lisman 1996,
Wallenstein and Hasselmo 1997).

The idea of retrieval of pathways through the environment forms the basis for several
models of theta phase precession (Tsodyks et al. 1996, Jensen and Lisman 1996, Wallenstein
and Hasselmo 1997). In these models, entry to location A causes the read-out of locations
B–C–D. If one observes the response of a single cell (D), it will initially occur late in theta at
the end of the readout sequence, and as the rat moves through the locations B, C and D, it will
move to earlier phases until it is driven by sensory input at the start of the cycle.

Note that this sequence-predicting class of phase precession models is the only class that
survives the test by the recent data (Zugaro et al. 2005). These data show that the temporary
disruption of the theta rhythm for a few cycles does not affect the phase precession. After the
theta rhythm is restored, the precessing spike appears on the phase of theta where it should
have appeared if the theta rhythm had not been disrupted. Zugaro et al. (2005) concluded
that the precession is driven extra-hippocampally. This is consistent with sequence-predicting
models of phase precession, including the model presented here.

Despite the abundance of experimental evidence and modelling studies, relating the func-
tional significance of the hippocampal formation in spatial navigation (shown by lesion studies)
to physiological properties of the cells in the hippocampus (shown by cell recordings) remains
an open issue. Hasselmo et al. (2002b) suggested an approach to answering this question, and
here we continue further investigation of the details of this solution. The solution presented
here is not limited to the hippocampal area and may be relevant to the function of other cortical
areas involved in guiding goal-directed behaviour.
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2. Model description

In this model, the interaction between the knowledge about desired destination and knowledge
about current location is used to determine the next step of the animal using a mechanism
similar to bidirectional graph search algorithms used for problem-solving in artificial intel-
ligence (Pohl 1971). The algorithm starts simultaneously from the starting node and goal
node. The spread of edge probing starting from the goal node is called reverse spread; the
edge probing process originating at the starting location is called forward spread. These two
spreads progress simultaneously until they connect and determine the shortest path from the
starting node to the goal node.

This algorithm assumes that the graph is fully known in advance and does not change at
least until the route traversal is complete. In the world of ever-changing environments, such a
single computation of the path might not yield a correct or an optimal solution. The subject in
the environment has a limited line of sight, and the model presented here assumes that only
the edges of the graph that are within this line of sight can be verified at any specific moment
of time. Under this assumption, the reasonable solution would be to calculate the segment of
the shortest path within the line of sight, traverse it and then re-evaluate the path using the
information provided by the new line of sight.

In addition to making the algorithm more flexible in handling changes in the environment,
introduction of the asymmetry allows the definition of a trigger, which designates the end of
the current subsearch. Since the forward spread is limited by the line of sight, it can connect
to the reverse spread only when the latter enters the line of sight. This event can be used to
stop the search process and start the movement.

A more detailed analysis of the algorithm and its mapping on to involved brain structures
is discussed in a separate paper (Gorchetchnikov and Hasselmo 2005). In a biological frame-
work, this algorithm is implementing the interaction between the knowledge about desired
destination and knowledge about current location using two flows of neuronal activity:

• The place cells in the medial entorhinal cortex layer III (EC III) receive additional
goal-related input from the prefrontal cortex (PFC) and, therefore, serving as a spatial
representation of the goal location, initiate the spread of activity along recurrent connec-
tions within EC III. This spread is guided by previously learned information about the
environment, and flows from the goal location along the possible paths that can lead to the
goal in the direction opposite to the direction of movement. This activity spread corresponds
to the reverse component of bidirectional graph search, so henceforth it is called reverse
spread.

• The place cells in hippocampal area CA3 activated by the sensory input about the current
location of the animal initiate the spread of activity along recurrent connections within CA3
from the current location forward along possible paths. This spread of activity corresponds
to the forward component of the bidirectional search, so it is henceforth called forward
spread.

The convergence of these two flows in hippocampal region CA1 activates the cell there that
corresponds to the next desired position of the animal along the path to the nearest goal. CA1
activity also causes spiking in the medial septum of the model, which provides the modulatory
influence that resets the model for the next computational cycle. This reset is implemented
through the modulatory suppression of the synaptic transmission at the recurrent collaterals in
CA3 and EC III. Hasselmo and Schnell (1994) described this effect for cholinergic modulation;
Colbert and Levy (1992) and, more recently, Molyneaux and Hasselmo (2002), showed similar
effects of GABAB receptor activation on synaptic transmission in the Schaffer collaterals. The
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model uses GABAergic modulation, since it was shown to have a faster time course (Hasselmo
and Fehlau 2001). Septal reset of the computational cycle in the model makes it natural to
assume the correspondence between the computational cycle in the model and the theta cycle
in the hippocampus.

This approach has been proved successful at solving goal-driven navigation tasks using
continuous firing rate neuronal representations (Gorchetchnikov and Hasselmo 2002a).
The paper has also shown results similar to the trajectory encoding data presented by Frank
et al. (2000). Gorchetchnikov and Hasselmo (2002b) provided preliminary results for a bio-
physically realistic implementation of this model. The goal of this paper is to investigate further
the abilities of the model using biologically realistic parameters of the neurons, whether these
parameters can ensure the solution of goal-driven navigational tasks in various types and sizes
of the environment and with multiple goals of different salience.

2.1 Model structure and population functionality

The general structure of the model is presented in figure 1. It is similar to the structure used
in previous studies (Hasselmo et al. 2002a, Gorchetchnikov and Hasselmo 2002a, Cannon
et al. 2003), but contains an additional modulatory feedback loop through layer V of entorhinal
cortex (EC V), basal forebrain and PFC. This loop becomes especially important later in this
paper.

Several of the brain areas depicted in figure 1 are split further into multiple neuronal popula-
tions with different functions. The complete implementation of the model, therefore, consists
of 12 distinct populations of neurons, and specific details about each of them are presented
below.

The model receives three external inputs. The first input substitutes for the computational
processes underlying the goal-related activities in PFC. In the model PFC cells correspond-
ing to specific active goals are kept in a state of depolarization which causes them to spike

Figure 1. Structure of the model. PPC, posterior parietal cortex; PFC, prefrontal cortex; ATN, anterior thalamic
nucleus, which relays the output to the cingulate motor area, shown to control reward-driven movements (Shima
and Tanji 1998). Another possibility is to control the animal by output through deep layers of EC. Split arrowheads
represent diffuse projections.
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with a frequency around 15–25 Hz. This represents working memory for goal location due to
intrinsic or circuit-level mechanisms. These PFC cells provide the goal-related activation to
EC III pyramidal cells. PFC projects to EC III through one-to-many connections, so the
whole neighbourhood of the goal location is activated by the prefrontal activity, but the
strength of this activation falls off with distance from the goal following a Gaussian pro-
file. This type of connectivity will henceforth be called Gaussian projection. In the case
of prefrontal to entorhinal projections, only the the neuron representing goal location in
entorhinal cortex receives sufficient excitation to overcome the threshold and to emit an action
potential.

The second external input drives cells in posterior parietal (PPC) population of the model
and stands for all computation that determines the current location of the animal from the
sensory input. PPC cells in the model signal this information to EC II stellate cells. Note that
the resulting activity of EC II cells has a strong spatial selectivity, which corresponds to the
recent data recorded from a dorsolateral band of EC II by Fyhn et al. (2004).

The third external input corresponds to the recognition of the structure of the environment.
It is assumed to come to the entorhinal cortex from inferior temporal cortex (IT) through
perirhinal cortex. Since perirhinal projections to the EC terminate predominantly on entorhinal
interneurons (Lanciego et al. 2000), the model provides information about the environmental
structure as a direct input to EC interneurons. This information can include physical barriers as
well as knowledge of dangerous areas, but was limited to physical obstacles in the simulations
presented here. Learning of this information will be implemented in the extended version of
the model by strengthening the excitatory connections from perirhinal neurons to entorhinal
interneurons. Guidance of the activity spread is achieved by inhibition of the corresponding
pyramidal cell in layer III that has a spatial field centred in the restricted location (i.e. inside
the wall). Another important function of entorhinal interneurons is prevention of the inter-
ference between activity spreading from several goal locations, as discussed in greater detail
below.

The main role of EC III pyramidal cells is to subserve the reverse spread of activity from
the goal location through the recurrent connections. Owing to the nature of the spread, EC III
pyramidal cells in the model do not have significant spatial selectivity, which corresponds to
the recordings in the ventromedial part of the superficial entorhinal cortex (Fyhn et al. 2004).
Unlike their results for a dorsolateral band, where they specified that the recordings were
made in EC II cells, for ventromedial results Fyhn et al. (2004) did not separate between EC
II and EC III recordings. The model assumes that EC III cells provided a significant share
of these results from the ventromedial band. This activity spread is initiated by the input
from PFC. Another input to these cells is a recurrent inhibition by entorhinal interneurons
through a one-to-one feedback loop. Output of EC III cells triggers the activity in EC II
through one-to-one projections. It is also sent to the CA1 pyramidal cells and CA1 entorhinally
driven feedforward interneurons through Gaussian and one-to-one projections, respectively.
The strength of connectivity is set so that EC III input alone is not sufficient to excite either
CA1 pyramidal cells or EC II stellate cells.

EC II stellate cells combine the information about current position of the animal and the
input from EC III. This combination brings the cell corresponding to the current location above
threshold when the spread of activity in EC III reaches it. The resulting EC II spike activates
the current location representation in CA3 through Gaussian projections. This input to CA3
can be considered as a combined influence of EC II and dentate gyrus, and it drives CA3 cells
over the threshold.

CA3 pyramidal cells subserve the forward spread of activity from the current location
through the recurrent collaterals. The spread is initiated by the input from EC II. Another



Bidirectional graph search algorithm 151

input to these cells is recurrent inhibition by CA3 interneurons, which keeps the activity
spread in CA3 under control to avoid epileptic seizure-type oscillatory activity. The principal
output of CA3 cells is sent to the CA1 pyramidal cells through Gaussian projections, where
it is combined with the EC III input to determine the next desired position of the animal. The
resulting CA1 spike starts the movement of the animal towards the chosen location. It also
causes the activity in CA1 locally driven interneurons to suppress other possible matches from
spiking. Finally, this signal is propagated to medial septum to reset the computational cycle
in the hippocampal and entorhinal parts of the model and through EC V to basal forebrain to
reset the prefrontal cortex.

The septal and basal forebrain GABAergic neurons in the model are driven by total activ-
ity in CA1 and EC V, respectively. The septal cell provides diffuse modulatory influence
that suppresses the recurrent connectivity in EC III and CA3 to terminate both forward and
reverse spread. This suppression serves as a reset of the calculation cycle and prepares the
model for the new computation. Unlike the previous implementations (Hasselmo et al. 2002a,
Gorchetchnikov and Hasselmo 2002a, Cannon et al. 2003), the septal cell in this model does
not impose fixed theta frequency oscillations on any of the cortical, entorhinal or hippocampal
populations. Instead, the internal dynamics of the network produces the rhythmic activity that
corresponds to the hippocampal theta rhythm. The reset of prefrontal cortex by basal forebrain
activity is discussed later in this paper.

3. General methods

The model uses the KDE Integrated Neuro-Simulation Software (KInNeSS) version 0.3.2†

(Gorchetchnikov et al. 2004), which allows creation of the virtual environment for the model,
provides input from this environment, which activates the respective sensory cells of the model,
and moves the simulated animal through the environment according to model activity in the
output cell populations (hippocampal area CA1 pyramidal cells and EC V pyramidal cells in
this study).

The cell model was built using compartmental neuronal representations. The number of
compartments depends on cell functionality; interneurons are built with a single compartment
while principal cells have separate somatic and dendritic compartments. CA1 pyramidal cells
have separate compartments for distal and proximal inputs. The origin of the voltage axis
(0 mV) is set to the intracellular resting potential. The membrane potential in the compartment
is calculated as described in the Appendix.

4. Simulation set 1: selection of the closest goal

The core conception underlying the process of selection of the closest goal comes from the
theory of wave propagation in excitable media. Neural applications of this theory have been
discussed in detail by Murray (1989) in section 12.4 of that book. The key feature of the
excitable medium is that it consists of elements with the following internal dynamics. Each of

†Available for download under General Public License at http://www.kinness.net.
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these elements can be excited, but after a period of excitation such an element has to undergo a
period of inhibition. This corresponds to the dynamics of a neuron, where the action potential
is followed by the afterhyperpolarization, or refractory period.

The refractory period of a neuron can be controlled by internal dynamics as well as by recur-
rent inhibition. The latter mechanism is used in the entorhinal cortex of the model presented
here. Each pyramidal cell in layer III has a corresponding reciprocally connected interneuron,
which is excited by the pyramidal cell activity and inhibits it in return. Therefore, a local circuit
constituting the pyramidal cell and the corresponding interneuron (local circuit henceforth)
comprise the element of the excitable medium. Since each local circuit corresponds to a loca-
tion in the environment and excites nearby circuits through lateral connectivity, the reverse
spread of activity from the goal location is the wave propagation through excitable medium
and has all the corresponding features.

The feature that allows the model to select the closest goal without interference from
other goals is the mutual annihilation of colliding wavefronts discussed by Scott (1970) in
section 4.12. Mutual annihilation follows the collision if the inhibitory range of one wave
suppresses the excitatory amplitude of another wave below threshold. In neural terms, this
means that the neuron that should spike in order to carry on the propagation of the wave did
not have time to recover from its previous spike and subsequent inhibition. Gorchetchnikov
and Hasselmo (2003) studied the properties of a local circuit in EC of the model, and showed
that the inhibition with parameters corresponding to GABAA mediated synaptic current are
sufficient to set the intrinsic firing frequency of a local circuit to 15–25 Hz and to set the
dynamics in the model sufficient for navigation towards a single goal.

Figure 2 shows that using the same parameters of the local circuit, the model achieves the
annihilation of waves coming from two goals in a square-shaped open field environment. Each
goal forms its area of attraction over a certain distance, as illustrated in the figure. Unless the
current location of the simulated animal is exactly equidistant from two or more goals, the
neuron representing this location will fall within one area of attraction and the algorithm will
guide the animal towards the closest goal.

4.1 Simulations

To verify that these theoretical conclusions would indeed lead to successful navigation by
a simulated animal, a set of simulations was conducted in three environments. Each of
the environments had two goals so that the distances between each goal and the starting
location were close but not equal. The case of equidistant goals in this setting requires an
additional symmetry breaking mechanism in the model and goes beyond the scope of this
paper.

The linear track with two goals and starting point in the middle is the simplest type of
environment that allows testing of decision-making in the model. The distance from closest
to starting location goal was only one step shorter than the distance from another goal. The
asymmetric T-maze complicates the problem by adding two aspects to the task. First, to
solve the task the simulated animal has to travel by a trajectory that is not a straight line.
Second, the decision has to be made in the middle of the path, after the segment of trajectory
common to both goals has been completed. The open field simulation tested the behaviour
of the model when no constraints were imposed on the animal’s trajectory. The difference
between distances to goals in the open field was smaller than in the first two simulations (0.5
versus 1).
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Figure 2. Collision and mutual annihilation of two waves of reverse spread in the model. Top panel shows the
beginning of the process when the two waves meet, bottom panel shows the complete process when the combined
wavefront reaches the bottom of the environment. Each small square corresponds to a cell (location). Cell activation
is coded as shades of grey from white (hyperpolarisation) to black (action potential). Each goal (marked with Xs)
initiated a corresponding wave. Owing to mutual annihilation of the waves, each goal has its area of attraction. The
border between these areas is highlighted with the thin black line.

4.2 Results

The decision-making process on the linear track is outlined in figure 3. It shows how the
simulated animal starts to move towards the closest goal on the first computational cycle. On
the following cycles the decision becomes simpler, since the reverse spread from the more
distant goal does not reach the vicinity of the animal position.

Similar cell activity underlies the decision-making process in the other two environments.
A snapshot of CA1 activity in the model during turn selection in the T-maze is shown in
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Figure 3. Selecting the closest goal on the linear track. Each panel shows five plots of the cell activity in the
respective population. The middle plot (C) corresponds to the starting location of the animal. Two plots to the bottom
(D, E) correspond to the first and second locations from the starting position towards the closest goal. Two plots to the
top (B, A) correspond to the first and second locations towards the other goal. Time is identical on all plots. Arrows
highlight the process of decision-making. (1) Reverse spread from the closest goal, it reaches the current location
before the spread from the other goal due to smaller number of intervening cells. (2) Reverse spread from the other
goal, it does not reach the current location since spread (1) already activated the corresponding cell, and this cell
undergoes the refractory period at the time of spread (2) arrival. (3) EC III activity allows the EC II cell to signal
the current location, which is transmitted to CA3 (4). (5) Forward spread from current location in both directions.
(6) Timing of CA3 and EC III activity matches causing spike of the CA1 cell corresponding to one step towards the
closest goal.

figure 4(A). There was no effect of the goal in the longer arm on movement through the
central arm, since the spread from the closer goal dominated the activity in the central arm
cells.

In the open field simulation the output of the model is fuzzy even with one goal. Usually
several CA1 cells corresponding to steps in the general direction of the goal spike too close
together in time for recurrent competition to select between them. All of these spikes are
then used by the software to compute the direction of movement. Note that this technique of
action selection differs from path integration because it explicitly represents each place in the
possible pathways, rather than calculating a two-dimensional position vector and the angle
between this position and the goal. One of the possible extensions of the model is to add the
subicular path-integrating system to the output cascade.

In the case of two goals, as shown in figure 5(A), the fuzziness of the CA1 output at first
does not allow the model to select between two goals. The simulated animal moves straight
up, which brings it closer to both goals. When the difference in distances between the current
location and the two goals exceeds 0.8, the model makes a clear choice in favour of the closest
goal.
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Figure 4. Activity in the T-maze at the decision point. Cell activity is coded from white (hyperpolarized) to black
(action potential). T-maze walls are outlined in black line; G marks the goal locations with letter size corresponding
to the salience of each goal, C marks the current location of the simulated animal. The black square between the
closest goal and the current location is the spike that causes the simulated animal to move left. (A) The activity during
simulation set 1. (B) The activity during simulation set 2.

Figure 5. The trajectory of the simulated animal in the open field simulations. S designates the starting location
of the simulated animal and G stands for goal location with the size of letter representing salience. (A) Results for
simulation set 1. The initial vertical segment does not show a strong preference towards the closer goal to the left.
When the difference in distances towards both goals gets big enough (>0.8 locations), the trajectory starts to bear
left. (B) Results for simulation set 2. Initial bearing to the left does not show a strong preference towards a more
salient goal. When the difference in distances towards both goals becomes big enough to affect the behaviour, the
trajectory bends further left. (C) Results for the simulation of a single salient goal versus multiple less salient goals.
Parameters were set to confuse maximally the model, and the trajectory shows the confusion.
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5. Simulation set 2: selection of the most salient goal

Considering the process of decision-making illustrated in figure 3 from the local perspective
of individual CA1 neurons, one can see that the only difference between the left and right
choice is the relative timing of the input signals. For the left choice, both CA3 and EC III
spikes arrive at about the same time, while for the right choice, the EC III spike is much later
than the CA3 spike.

The distance from the goal does not have to be the only factor that determines this timing.
If the model assumes that there exist certain desires or drives that can manifest themselves
through altering the firing frequency of prefrontal cells, then the salience of each goal can be
coded as a firing rate of a corresponding PFC cell. If the less salient goal is signalled by a
more slowly firing prefrontal cell, this can also create a delay sufficient to choose between the
goals even if they are at the same distance from the current location of the simulated animal.

The main requirement for this solution is the preservation of the relative spike timings
of prefrontal cells through the computation. If each PFC cell would just fire with its own
frequency, then the faster cell after a while would shift so much ahead of the slower cell that
it would appear to be lagging behind the previous spike of the slower cell rather then leading
ahead of the next spike.

Resetting PFC at the beginning of every computational cycle in the model can solve this
problem by keeping the prefrontal spikes in constant relative order with each other. Such a
reset can be achieved by a basal forebrain modulatory influence on prefrontal activity (Manns
et al. 2000). Note that the computational cycle of the model corresponds to the period of the
theta oscillation in the hippocampus, so the reset of PFC on every cycle would essentially
synchronize prefrontal activity with hippocampal theta rhythm. The recent data found by
Hyman and Hasselmo (2004) indeed showed a correlation between prefrontal activity and
theta rhythm.

The reset of PFC can be directly implemented either by direct inhibition of prefrontal
neurons by the basal forebrain GABAergic cell or by modulatory manipulation of the spik-
ing threshold in prefrontal cells, making them less excitable for a short period of time.
There is also an indirect solution, where the basal forebrain cell would make prefrontal
interneurons more excitable and the interneurons would directly inhibit pyramidal cells. The
latter solution was not considered here to keep the structure of the network identical for all
simulations.

The two direct solutions have a similar effect on activity profiles of prefrontal cells. This
is due to the dynamics of the quadratic integrate-and-fire equation (A11), where maintaining
the same membrane potential and raising the threshold actually is equivalent to maintaining
the same threshold and lowering the membrane potential. As a result, raising the threshold
produces a trace similar to the trace that results from direct inhibition. Modulated traces for
two goals are presented in figure 6 and have no qualitative differences from traces simulated
with direct inhibition of prefrontal cells by the basal forebrain (data not shown).

One special case of interest is when the animal has to choose between one goal with
high salience on one side of the environment and several goals with lower salience in
nearby locations on the other side of the environment. Figure 7 shows that in this case the
less desirable goals can be distinguished only when the animal is close to their locations.
From further away the spread of activity looks as if there was one more desirable goal at
the midpoint between locations of these goals. Therefore, one would expect the model to
make a choice based on comparison of a total salience value as well as the distance to the
apparent centre of less desirable goals with the value and the distance to a more desirable
goal.
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Figure 6. The diffuse feedback projection from the basal forebrain to the PFC enforces synchronization of prefrontal
activity with the rest of the model. The bottom trace shows the PFC cell corresponding to a more salient goal; this
cell fires with higher frequency than the cell for the less salient goal (top trace). The modulatory influence of the
basal forebrain keeps their relative spike timing approximately the same for each theta cycle (cycles are marked with
alternating background shading). At around 730 ms the more salient goal is reached and consumed, so only the top
trace remains active for the rest of the simulation.

5.1 Simulations

Similar to the simulation set 1, the above analysis was tested in three environments. Each of
the environments had two goals, but this time the distances between each goal and the starting
location were equal. The salience of the left goal was set to a slightly higher level than salience
of the right goal (firing frequency 21.5 versus 19.5 Hz; about 5 ms shorter interspike interval).
An additional simulation considered an open field case when four less salient goals had their
geometric centre at the same distance from the starting location of the simulated animal as the
distance to one more salient goal (figure 5(C)).

5.2 Results

The decision-making process on the linear track is outlined in figure 8. It shows how the
simulated animal starts to move towards the more salient goal on the first computational
cycle. Similar to simulation set 1, on the following cycles the decision becomes simpler, since
the distance factor comes into the picture. The key difference from figure 3 is the longer
interspike interval in the reverse spread from the less salient goal, so that while the first waves

Figure 7. The goals in the top left corner have lower salience and firing rate than the goal in the top right corner. The
left panel shows that the spread of activity from each individual goal with lower salience starts after the spread from
the goal with higher salience. The middle panel shows how the wavefronts from less desirable goals join together to
form a common front, which is slightly ahead of the front from a more desirable goal. The right panel illustrates how
the environment is divided into areas of attraction similar to the process shown in figure 2. The border between areas
of attraction is highlighted with the thin black line.
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Figure 8. Difference in the activity of EC III during selection of the more salient goal. Top panel: selecting the
more salient goal. The middle plot (C) corresponds to the starting location of the animal. Two plots to the bottom (D,
E) correspond to the first and second locations from the starting position towards the more salient goal. Two plots to
the top (B, A) correspond to the first and second locations towards the less salient goal. Arrows highlight the process
of decision making. (1) Reverse spread from the more salient goal. (2) Reverse spread from the less salient goal. Note
that a very small lag of the spread from the less salient goal is enhanced by the longer interspike intervals, so that
the second wave looks almost identical to the second wave from simulation set 1 (bottom panel). Activities of EC II,
CA3 and CA1 did not differ from those depicted in figure 3.

of reverse spread from two goals look more similar to each other, the second waves are as
different as in figure 3.

Similar cell activity underlies the decision-making process in the other two environments.
A snapshot of CA1 activity in the model during the turn selection in the T-maze is shown in
figure 4(B).

In the open field simulation results shown in figure 5(B) different salience of the goals leads
to an immediate decision to bear left towards the more salient goal. This effect is slightly
stronger than the initial decision to move straight up in figure 5(A). When the distance factor
comes into play, the simulated animal turns more to the left, getting on almost the shortest
path towards the more salient goal. The deviation of this path from a straight line is due to
very rough discretization of space in the simulation.

For the fourth simulation, the firing rates of four less salient goals were set to provide the
timing of a combined front as close to the timing of the front from the more salient goal as the
software allowed. As the trajectory of the simulated animal shows in figure 5(C), the model
could not make a clear decision between two areas of attraction until late in the simulation.
After the decision was finally made, it visited the closest possible location of the less salient
goal and continued to explore other nearby locations of less salient goals. Slight reduction of
firing rates for less salient goals tips the balance, and the simulated animal goes to the more
salient goal (data not shown).
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6. General discussion

The mechanism for goal-directed spatial navigation suggested by Haselmo et al. (2002b)
has been modelled previously at various levels of abstraction (Gorchetchnikov and Hasselmo
2002a, Cannon et al. 2003, Koene et al. 2003). Cannon et al. (2003) and later Koene et al.
(2003) used integrate-and-fire neuron models in their simulations, but did not consider the
case of multiple goals being present in the environment simultaneously. Gorchetchnikov and
Hasselmo (2002a) investigated the performance for the case of multiple goals, but that model
used continuous firing rate neuronal representation. The study presented here uses the realistic
neuronal representation and shows successful performance in all presented simulations, thus
confirming the theoretical analysis done previously (Hasselmo et al. 2002b).

One strong assumption of the model presented here is that the animal selects the closest or
the more salient goal when presented with the choice. While this behaviour appears natural,
there is not much systematic experimentation in navigation tasks aside from the Albertin
et al. (2000) study that documented the preference of the animal to visit the location of the
greatest reward before other reward locations. Selection of a more salient goal is described
well in operant conditioning, where the number of responses on a lever is proportional to the
probability of reward on that lever (Herrnstein 1961). It should not be a problem to study
whether this assumption is correct, especially in the context of a detailed quantitative analysis
that is necessary to determine the relationships between the probabilities of the goals being
present at the specific location and the firing rates of respective cells. The results of such
research could allow extension of this model to handle uncertainty of the goal location. The
model presented predicts that the animal would have two behavioural states. First, while the
animal is far away from multiple closely located less certain goals, it will treat them as one
more certain goal located in that area. Later, when the animal approaches the area, it will start
to treat these goals separately.

Trullier et al. (1997) contrasted conventional artificial intelligence (AI) graph search and
more biologically realistic models that base route planning on the spread of neuronal activity.
The model presented here suggests that these two approaches are not mutually exclusive, and
that graph search can be implemented through the spread of activity. One of the key features of
a successful model of spatial navigation emphasized by Trullier et al. (1997) is the selection of
a shorter path among alternatives, and the open field simulations presented here illustrate this
ability of our model. Competitive interactions between CA1 pyramidal cells through mutual
inhibition by the set of interneurons help to disambiguate between paths with similar lengths.
This disambiguation is based on the coincidence detection of two inputs arriving in CA1, but
since this coincidence is prearranged by the activity in the rest of the model, we cannot claim
that the model is a pure coincidence detector.

Since the next destination is selected by a single CA1 spike (or by several spikes in the case
of the open field environment), this model falls into a class of relative latency coding models
studied extensively by Simon Thorpe and his colleagues in application to visual discrimina-
tion (Gautrais and Thorpe 1998, van Rullen et al. 1998, Delorme and Thorpe 2001). These
models are very powerful encoders and discriminators, since the population of N neurons
can encode all possible N ! permutations of inputs for subsequent identification (Gautrais and
Thorpe 1998).

The model predicts specific firing properties of the activity in the entorhinal cortex layer
III. In the model, these cells subserve the reverse component of the search and do not show
significant spatial selectivity, which corresponds to the data from the ventromedial band of
the superficial EC (Fyhn et al. 2004). The model predicts two subtle properties of the firing
of these cells. First, since there are two wavefronts of the reverse spread passing through
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each cell, the spiking autocorrelogram of each cell should show a peak for interspike inter-
vals corresponding to the wavelength of the spread around 50 ms. Second, since the spread
takes approximately the same time to travel between two specific cells, there should be a
prominent peak in the firing crosscorrelogram for any pair of cells that belongs to the same
path.

The model presented here is driven by the goal-related input. The results of the simulations
imply that a small change of the firing rate of this input can affect the decision process. As a
result, the model does not require complete suppression of the inactive goal to exclude it from
the selection process. This can be especially important in modelling tasks that require switching
between several goal locations on a trial-by-trial basis, such as spatial alternation (Givens
and Olton 1990), spatial reversal (M’Harzi et al. 1987), or the eight-arm radial maze task
(Olton 1983).

Recent data by Ferbinteanu and Shapiro (2003) showed the prospective and retrospective
activity of the hippocampal place cells. Their prospective data fit the algorithm discussed here.
For example, they showed the reduced prospective activity in error trials, which corresponds
to the disruption of the forward spread in the model. The retrospective data would require
a different mechanism, such as cueing of episodic retrieval on the basis of a relatively long
period of temporal context.

There is also a set of recent data that falls well within the general framework of the
model presented here, but is outside of the scope of this paper because this version of
the model does not include synaptic plasticity. For example, Mehta et al. (2000) discussed
the experience-dependent shift of place fields, which in the model follows from the strength-
ening of the synaptic projections along the forward spread. This was shown in previous
simulations (Gorchetchnikov and Hasselmo 2003). Addition of the synaptic plasticity to the
model presented here also increases the noise tolerance of this model. The presented network
can function with variations in spike times below 5 ms. Under larger noise levels the model
often requires more than one search repetition within a computational cycle in order to per-
form actions. Since the end of the search is not triggered until the new desired location is
found, this lengthening of the search happens automatically. The only downside of having
these lengthened computational cycles is that they are harder to map on the hippocampal theta
rhythm. Adding plasticity to the model makes it more tolerant to noise and imperfections in
initial timings of spikes (unpublished data).

While the implementation discussed here uses the hippocampal region as its main sub-
strate, the algorithm itself is more general and can be implemented in other brain areas.
Steps have been taken toward the extension of the presented model to include more general
mechanisms of goal-directed behaviour using a model of prefrontal cortex based on a simi-
lar algorithm (Hasselmo 2005, Koene and Hasselmo 2005). Another extension of the model
studies the interaction between the PFC and hippocampal area in path planning based on the
retrieval of prior episodic memories (Hasselmo and Eichenbaum 2005).
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Appendix A: Detailed description of the spiking model on the cellular level

The model is based on the standard equivalent circuit representation of cell membrane

CM
dVm

dt
=

∑
i

Ji, (A1)

whereCM [µF cm−2] is the specific membrane capacitance,Vm [mV] is the membrane potential
and current densities Ji are for the following currents

• A quadratic integrate-and-fire equation representing action potential currents.
• Ligand gated currents.
• Afterhyperpolarization and afterdepolarization (AHP/ADP) currents.
• Leakage current.
• Diffusion between compartments.

Ligand gated and AHP/ADP currents are based on the equation

Ji = giNi

πdl
(Ei − Vm), (A2)

where gi[pS] is an individual channel conductance and the synaptic weight w =
Ni/πdl[106 cm−2] roughly corresponds to billions of channels per square centimeter of the
membrane.

Conductance gi for this current is calculated according to




gi = ḡip

τf − τr

(e−t/τf − e−t/τr ) if τf �= τr

gi = ḡi

t

τf

e(1−t/τf ) otherwise,
(A3)

where ḡi[pS] is the maximal conductance, τr and τf are the synaptic time constants and t is
the time since an action potential; p is a scaling coefficient that enforces

max

(
p

τf − τr

(e−t/τf − e−t/τr )

)
= 1. (A4)

Ligand gated channels are triggered by the action potential of the axon of any cell making a
synaptic contact on this neuron. AHP/ADP channels are triggered by the neuron’s own action
potential without any delay. In these channels, w = 1.

Leakage current is based on a simplified version of equation (A2)

Ji = −giNi

πdl
Vm, (A5)

where gi is held constant for an unmodulated channel. While a ligand gated current can be
viewed as a ‘normally closed’ gate, leakage current can be considered as a ‘normally open’
gate. Leakage can be modulated in the model to achieve the dependency between the neuronal
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excitability and the level of a neuromodulator shown in neurophysiological data (Hasselmo
et al. 1995). Modulation is calculated according to




gi = ḡi

(
1 − p

τf − τr

(e−t/τf − e−t/τr )

)
if τf �= τr

gi = ḡi

(
1 − t

τf
e(1−t/τf )

)
otherwise,

(A6)

which closes the ‘normally open’ gate. Here ḡi[pS] is the maximal conductance, τr and τf

are the time constants of the modulatory current and t is the time since the action potential
of a modulatory cell; p is the same scaling coefficient as in equation (A4). Equation (A6)
also provides the means to suppress synaptic transmission under the influence of neuromod-
ulation (Hasselmo and Schnell 1994). For such synapses, the product of two gating variables
(equations (A6) and (A3)) is used.

Diffusive intercompartmental current is based on

Ji = dgi

4l2
(V ∗

m − Vm), (A7)

where V ∗
m is the membrane potential of the neighbouring compartment and gi is the

conductance.
Voltage-dependent Mg++ block in NMDA channels is modelled after Zador et al. (1990),

but uses the more general form

gi = 1

νieD−Vm/F + 1
, (A8)

where νi[1/mM] represents the extracellular concentration of the ion, and D and F are para-
meters. Setting D = 0 and F = 1/γ = 16.67 mV provides the original formula (Zador et al.
1990).

Action potential generation was modelled with a quadratic integrate-and-fire (IAF) equation.
This equation is a reduction of the classical Hodgkin–Huxley model (Hodgkin and Huxley
1952) that includes fast sodium and delayed rectifier potassium currents. The quadratic IAF
equation was derived through Taylor expansion of the original system by Ermentrout and
Kopell (1986) as

Ii = qv2
m − r, (A9)

where q scales the time course of a spike and r represents the threshold.
The key advantage of the quadratic IAF over simple leaky IAF is the dynamics of the

quadratic IAF, which captures not only the subthreshold, but also (partially) the suprathreshold
behaviour of the neuron. Leaky IAF emits a spike instantly whenever the threshold is crossed.
This does not take into account the derivative of the membrane potential at the time of the
threshold crossing. Quadratic IAF, on the other hand, builds up an action potential gradually,
and the speed of this process depends on how fast the threshold was crossed. For in-depth
discussion and comparison of different models of spike generation, see a recent analysis
by Izhikevich (2004).

The phase dynamics of the quadratic IAF equation are plotted in figure 9(A). If r > 0
it has two critical points, stable vm = −√

r/q corresponds to resting potential and unstable
vm = √

r/q corresponds to threshold potential. At r = 0 these two critical points disappear
through a saddle-node bifurcation and the cell turns from an excitable state to a constantly
firing state.
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Figure 9. Dynamics of the quadratic integrate-and-fire neuron in excitable state. (A) Equation (A9). (B)
Equation (A11). Vθ is a threshold potential showing how much above the resting potential the cell should be in
order to spike.

These dynamics are essential, but equation (A9) should be modified as follows to be easily
incorporated with the more biologically oriented equations in the model. First, the parameter
r is converted to the explicit value of the threshold potential Vθ . From equation (A9), Vθ =
2
√

r/q when r ≥ 0. Assuming Vθ becomes negative (goes below resting potential) when r

crosses zero, Vθ = −2
√−r/q if r < 0. Solving both for r and substituting in equation (A9)

yields: 


Ji = q

(
v2

m − V 2
θ

4

)
if Vθ ≥ 0

Ji = q

(
v2

m + V 2
θ

4

)
otherwise.

(A10)

Second, the resting potential in the model is assumed to be zero. Changing the variable
vm = Vm − Vθ/2 shifts the original equation as shown in figure 9(B) and satisfies this require-
ment. Parameter q should have the dimension of [mS mV −1 cm−2] for consistency with other
equations. The resulting equation is




Ji = q(V 2
m − VmVθ) if Vθ ≥ Vrest = 0

Ji = q

(
V 2

m − VmVθ + V 2
θ

2

)
otherwise.

(A11)

Threshold potential Vθ is held constant for unmodulated cells and varies as



Vθ = V̄θ − (V̄θ − V ∗
θ )

p

τf − τr

(e−t/τf − e−t/τr ) if τf �= τr

Vθ = V̄θ − (V̄θ − V ∗
θ )

t

τf

e(1−t/τf ) otherwise,
(A12)

for modulated cells. Here V̄θ and V ∗
θ are the threshold potential at minimal and maximal

modulation, respectively; p, t , τr and τf have the same meaning as in equation (A8).
The dynamics of the threshold modulation is illustrated in figure 10. Assume the system is

at equilibrium so that Vrest < Vm < Vθ . Then there is some positive external drive trying to
increase Vm and equal in magnitude but negative dV/dt resulting from the dynamics of the
equation (figure 10(A)). Increase of the threshold shifts the nullcline as shown in figure 10(B)
and, therefore, increases the magnitude of the negative dV/dt . Since the external drive does
not change, this upsets the equilibrium and Vm starts to decrease until the new equilibrium is
achieved at a lower value of Vm.
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Figure 10. Dynamics of the quadratic IAF neuron during the threshold increase. (A) Original equilibrium. (B) Shift
of nullcline caused by the change of threshold. Arrows show dV/dt for the same value of Vm in both plots.

Equation (A11) allows unbounded growth of Vm after the threshold is crossed, which
presents a problem for analysis but is easily solved in the simulation by resetting Vm to
−20 mV when it rises above 120 mV . The time of this event is used as the spike time in the
model; it triggers the propagation of the binary signal corresponding to an action potential
through the cell’s axon (implemented as a delay line). The time when the spike arrives at the
axonal terminal is used to reset equations (A3), (A6) and (A12).

The complete description of the network with all parameters is available for download in
NeuroML format from the research section of http://www.kinness.net.
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