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1 Introduction
As operating frequencies of high-end processor chips
continue to be limited by heat/power constraints, al-
ternative architectures are receiving much attention.
One of these, the FPGA, enables developers to create
custom processors for their own particular applications.
The challenge is that for an application to be amenable
to FPGA acceleration, it must have certain character-
istics. Their complete enumeration is beyond the scope
of this abstract, but applications dominated by convo-
lutions of large data sets (images, grid-based physical
simulations) generally have them. The opposite is also
true: other characteristics, such as a heavy reliance
on high-precision floating point arithmetic, generally
means the application will not do well with FPGAs.

We have recently studied an application, multigrid
computation of Poisson’s Equation [2], that has char-
acteristics of both types: it is dominated by convolu-
tions, but also heavily reliant on high-precision floating
point. We were able to obtain a speed-up of roughly
5× over a tuned production serial version, but only af-
ter extensive optimization. We regard this result as
generally neutral as an indication of the amenability of
multigrid to FPGA acceleration.

Multigrid, however, is both an important and a di-
verse application; it could perhaps be better termed a
family of applications, with many parameters whose
variation has a substantial impact on performance.
Our objective here is to study the impact of varying
these parameters on FPGA acceleration.

2 Multigrid Applications
Many important computations can be executed by dis-
cretizing to a grid and iteratively performing opera-
tions in all neighborhoods (see, e.g. [5] for an in-
troduction). Multigrid can improve the convergence
rate by using a hierarchy of discretizations. The fol-
lowing procedure is commonly followed, as shown in
Figures 1 and 2: (i) at each level down the hierarchy,
solve the part of the problem appropriate for the fre-
quency at that level and then anterpolate to the next
coarser level, (ii) at the coarsest level, compute a di-
rect solution, (iii) at each level back up the hierarchy,
integrate the current solution with the correction pre-
viously computed at that level, and then interpolate to
the next finer level.
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A key point here is that multigrid computations
span a wide range of computational complexity:

• How large is the overall system to be solved? This
is important since the computation on finest grid
is generally the bulk of the work. How large is the
finest grid? How many dimensions does it have?

• What is the complexity of the computational ker-
nel? Is it a simple multiply and add, or something
substantially more complex?

• How large is the kernel?
• Is relaxation required? For how many iterations?
• What precision is required?
• Is floating point required?
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Figure 1: Schematic of the application of multigrid

for solving Poisson’s equation to derive electrostatic

forces from charge distributions.

For solving Poisson’s equation (52Φ = ρ), we use

two levels of 3D grids, 283 and 173. Functions are com-
puted with a 133 kernel. Arithmetic precision is 35-bit;
operations are a specially tuned floating point [3]. Be-
cause the solution is known, no relaxation steps need
to be performed. In our implementation, we can per-
form 64 pipelined floating point operations simultane-
ously for a throughput of 6 GFLOPS and a speed-up
of roughly 5×.
The problem of image diffusion [1, 4] can be ex-

pressed in a general form as follows: A ·X = B, where
X is the original image, A is the diffusion effect, and
B is the corrupted image to be corrected. The major
computation steps are shown in Figure 2: (i) on the

finest grid, X̂, the initial guess of X, is relaxed for sev-
eral iterations; (ii) the residue is passed to the next
coarsest level to compute the error correction; (iii) on
the following levels, the residue is relaxed with the dif-
fusion operator A and passed to the next coarsest level;
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Figure 2: Schematic of the application of multigrid

to linear diffusion for processing images.

(iv) at the coarsest level, the error correction is set to 0
and is interpolated back through the successively finer
grid levels. The parameters depend on the application,
but obviously this method can be applied to images of
various sizes, dimension, and precision; and use kernels
of various sizes.

3 Methods and Results
For our experiments, serial reference codes were run on
a base system consisting of a 2.4GHz Xeon CPU; code
was compiled with Microsoft Visual C++ using full
optimization. The accelerated versions were written in
VHDL, synthesized using Synplicity tools, and run on
a Xilinx VirtexII Pro 100 FPGA.
The common settings for linear image diffusion are

as follows: the image size is 256× 256 (or 2563 for 3D
images); the size of the relaxation operator, such as

Gauss-Seidel is 3 × 3 (or 33 for 3D); relaxation iter-
ates twice per level; there are 3 grid levels. We simu-
late a single pass; although multiple passes would be
performed in a production application, this normalizes
identically to the accelerated code and so can be ig-
nored. The major remaining design parameters are
data type and size of the diffusion operator. Except for
the larger 3D cases (described below), we use a single
basic design. As a consequence, some of the smaller
designs show less speed-up than could be obtained if
multiple copies were run in parallel.

Data Size vs Speedup 
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Figure 3: Graph shows speed-up versus data type

size.

The first result (see Figures 3 and 4) is that the
speed-ups, 50× to 1200×, are substantially larger than

were obtained by the floating point dominated Poisson
solver. There is no doubt that FPGAs are cost effective
in all cases here. The second observation is the rela-
tionship between speed-up and problem size (2D versus
3D): for the larger problem size, there is more potential
parallelism, which clearly can be exploited efficiently.
Figure 3 shows the relationship between speedup

and data size. The 2D case shows little variation in
operating frequency and the speed-up is almost con-
stant. In the 3D case, the larger data types cause high
enough chip utilization to affect the critical path delay.

Convolution Size vs Speedup

(data-type size = 8 bits)
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Figure 4: Graph shows speed-up versus diffusion op-
erator size.

Figure 4 shows the relationship between speedup
and the size of the diffusion operator. In the 2D cases,
as the diffusion operator size increases, more paral-
lelism can be applied and speedup increases accord-
ingly. In the 3D cases, the same trend occurs for the
first two data points, where we implement 53 and 73

convolvers, respectively. For larger operators, however,
the convolvers no longer fit on chip. We therefore use
the less efficient procedure of performing 2D convolu-
tions and assembling the results. By the time we reach
the last data point, 213, we again run out of chip re-
sources (hard multipliers). More partitioning would be
required for still larger operators.
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